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Abstract 

The problem of information overload is one of the major 
problems in Electronic Commerce, i.e., customers often 
feel difficult to control the abundant amount of product 
information that is collected by the electronic media. This 
issue has attracted a lot of attention with the globalization 
of Internet Commerce. The cognitive approach to address 
this issue is to limit the amount of product information 
presented to the customers by product filtering. 
Personalization in product filtering refers to 
customization of the filtering process based on different 
customers' preferences. In this paper, we propose a new 
approach to personalized product filtering on the basis of 
established theories in Information Retrieval. A linear 
ranking function defined in the filtering model measures 
the match between a customer's preference and the 
product information. Only matched products will be 
presented to the customer while unmatched ones are 
filtered out. The customer's preference in the filtering 
model is established through an inductive leaning 
algorithm. The proposed linear ranking function uses the 
probabilistic approach in Information Retrieval, thus 
giving the algorithm a good theoretical basis. Simulation 
experiments are conducted to test the performance of the 
personalization algorithm. The experimental results show 
that the performance is good in both filtering accuracy 
and learning efficiency. The proposed filtering model and 
personalization algorithm could be used in real time 
Internet commerce to create a successful one-to-one 
online marketing and selling system. 

Key Words: Electronic Commerce, Personalization, 
Product Filtering, Preference Learning 

1 Introduction 
With the globalization of Internet commerce, customers 
are faced with the problem of information overload. 
Product filtering provides a solution for this problem by 
restricting the amount of information presented to a 
customer. To match a customer's requirement, a filtering 
process can be personalized based on the customers' 
preferences. Personalized product filtering is one of the 
most important personalization strategies to create one-to-
one relationships between online businesses and 
customers [1][10]. 

The basic idea of product filtering is to extract products 
that match a customer's preference and filter out 
unmatched ones. The extent of match between product 
items and the customer's preference can be measured by a 
ranking function [17], with higher rank value means a 
closer match. Therefore, a feasible approach of product 
filtering is to compute the rank value of each product 
using a ranking function and filter out the lower ranked 
ones. In this case, personalized filtering means 
customizing the ranking function based on the customer's 
preference. 

Australian Journal of Intelligent Processing Systems 

The fuzzy nature of online shopping makes this ranking 
problem difficult. In online shopping scenario, customers' 
preferences are often complex and fuzzy [13], they may 
be contradictory and need to be balanced, e.g., low price 
and high quality. This fuzziness makes it a challenge to 
acquire and represent the customer's preferences, and find 
an appropriate ranking function. 

Customers' preferences may be acquired explicitly by the 
customers' specification, or implicitly by learning from 
observed customer behavior. Generally speaking, the 
implicit method is preferred in Internet Commerce for it 
requires no additional customer effort [11][16]. The 
online learning problem is made more difficult due to the 
stochasticity in customers' behavior, i.e., the customers' 
attitude towards the products may sometimes appear to be 
random and do not reveal their preferences [12]. In fact, 
consumer behavioral analysis is an important research 
field in Electronic Commerce [15]. 

Hitherto, some works have been done to address the 
problem of product ranking and customer preference. 
ICOMA (Intelligent electronic Commerce system based 
on Multi-Agent) [9] system defines a ranking function on 
the basis of a customer's history and his priority 
weightings for each product attribute. These priority 
weightings are adjusted according to the customer's 
feedback. Sales assistant [13] uses a method of multi-
attribute decision making for product ranking, the ranking 
value for a product is an aggregate of the ranking values 
against each product attribute. And the ranking for each 
attribute is computed by a membership function based on 
customer requirements, while the requirements can be 
inferred through the customer stereotype. 

In this paper, we propose a new approach to personalized 
product filtering on the basis of Information Retrieval (IR) 
technologies. Product filtering is similar to conventional 
Information Retrieval, both of them have the goal of 
retrieving items relevant to customers' requests, while 
minimizing the amount of irrelevant items retrieved 
[2][5][7]. This similarity makes it possible to employ IR 
method in product filtering. In our approach, we propose a 
linear ranking function to evaluate the match between 
product items and customer preferences. The proposed 
linear ranking function uses the probabilistic approach in 
IR. This probabilistic method is suitable for quantifying 
the uncertainty in E-Commerce. We propose a vector 
representation of customer preference, which is used to 
personalize the parameters of the ranking function. The 
customer preference is learned from observed customer 
behavior through an inductive learning method, which is 
derived from a learning algorithm in linear IR model. 
Overall, the proposed algorithm is based on established 
probabilistic theory and IR techniques. 

Simulation experiments are performed to evaluate the 
performance of the product filtering algorithm and the 
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customer preference learning algorithm. The experimental 
results show that the performance is good in both filtering 
accuracy and learning efficiency. The performance against 
stochasticity in customers' behavior is also tested in these 
experiments, as it is unavoidable in Internet Commerce. 
The results show that the algorithm is robust against such 
stochasticity. Experiments are also conducted for different 
algorithm parameters and different kinds of source 
product data, etc. The results show that system 
performance is good in all these cases. 

The following sections are arranged as follows: section 2 
gives an overview on the personalization model, the 
proposed filtering algorithm based on a linear ranking 
function and vector representation of customer preference, 
and the inductive learning algorithm. Section 3 analyzes 
the proposed algorithm and confirms its basis on 
established probability theory and IR techniques. Section 
4 describes the simulation experiments. The simulation 
methodology is introduced, followed by the analysis of 
the experimental results. A conclusion and 
recommendation for future work are given in section 5. 

2 Personalization Model and 
Algorithms 
This section describes the working mechanism of the 
personalization model and the personalization algorithm. 
The personalization algorithm includes a product flltering 
algorithm which limits the amount of product information 
presented to a customer by flltering out irrelevant 
information, and a customer preference learning algorithm 
which learns about a customer's preferences implicitly 
from his behavior. 

2.1 Personalization Model 

Figure 1 Personalization Model 

product 
items 

The personalization model is shown in Figure 1. There are 
three processing modules and two data modules. The two 
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data modules are product data and customer preference. 
The three . processing modules include product filtering, 
product presentation and customer preference learning. 
The product flltering uses a ranking function to match the 
customer's preference with the product information, 
filters out the unmatched ones, and outputs the matched 
items in a rank order. The customer interacts with the 
system through the product presentation and his response 
towards the presented products will be learned and his 
preferences updated accordingly. 

The main purpose of the above personalization model is 
to facilitate customers' selection of products in E-
Commerce environment. The scenario described below 
illustrates the working mechanism of this model. 

First, the customer enters his product requests by either 
activating a search engine or clicking on a product 
hierarchy, which is the common activity in an online 
shopping experience. In response to that, conventional 
commerce sites will search the product database to get the 
required products and list all of them. With the 
globalization of Internet commerce, the amount of product 
information may be so large that this customer is 
overwhelmed. 

Second, a product filter may be added to solve this 
problem. With product filtering, the list of products will 
be ranked according to the customer's preference learned 
from his previous behavior. Only highly ranked items will 
be selected and presented, allowing him to locate his 
favorite items easily. This explanation shows the 
difference between product search and product filtering. 
Product search asks a customer to specify his product 
requirement for each search activity, to retrieve items for 
the diverse population of customers. For product filtering, 
the products are filtered based on a customer's preference 
obtained from incremental learning of his previous 
interactions. It personalizes the product list according to 
the preference of a particular customer. Hence product 
filtering can be applied to the search results after the 
initial search results are available. 

Thirdly, only high ranked products are presented to the 
customer. The products are listed in a ranked order, i.e., 
higher ranked products are listed prior to the lower ones. 
The customer browses the presented product list, selects a 
product for its detailed description, adds to shopping 
basket and possibly makes some purchases. The 
customer's behavior, including his browsing and purchase 
behavior will be recorded during these interactions. 

The final step is learning and updating of the customer's 
preference. Good personalization performance requires a 
good abstraction of customer preference. Through 
incremental learning, a customer's preference is extracted 
from his interactions. 
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From the above illustration we could see that there are 
two key components in the personalization model: the 
filtering module and the learning module. Accordingly, 
our proposed personalization algorithm comprises a 
product filtering algorithm and a customer preference 
learning algorithm. Next, we propose a filtering algorithm 
and a learning algorithm in the following section. 

2.2 Personalized Product Filtering 
Algorithm 
In our personalization model, product filtering is based on 
a ranking function that is personalized according to a 
customer's preference. The rank for each product is 
calculated using the ranking function, with higher rank 
indicating more relevant to the customer's preference. 
After ranking, items with low rank will be filtered out. 

The tasks involved in product filtering are listed as 
follows: 
i) Representation of product items. 
ii) Representation of customer preference. 
iii) Defining a ranking function that evaluates product 

items based on customer preference. 

A vector space representation is used to describe the 
product items. In general, product items are represented 
by a set of attributes: price, quality, brand, guarantee, etc. 
Value of each attribute is divided into several ranges, e.g., 
product quality may be classified into three ranges: low, 
medium and high quality. Consider a set of N attributes 
{Aio A2, .•• ,AN}, assume that the value of attribute Ai is 
quantized to Mi ranges a/J a/J ... aMim. then a product 
item can be represented by a so-called product vector 

-, =<t (I) t (I) t (2) t (l) 
- 1 •·· Mt ' J ••• M'l ' t (N) t (N) >T 

I ••· MN 
(2.1) 

Here 

if value of attribute A1 falls in the jth range a 1 <n 
otherwise 

As an example, we consider only two attributes "price" 
and "quality", each of them is divided into three ranges: 
low, medium and high. Assume a product item f0 has 
high price and medium quality, according to equation 
(2.1), the item will be represented by 

- T t 0 =< 0,0,1,0,1,0 > (2.1-1) 

If a customer's preference towards the Mi ranges of 
attribute Ai are represented by u/J u/1 ... uM/i!, then the 
customer's preference towards a product could be 
presented by a preference vector 

- (I) (I) (2) (2) (N) (N) T 
U =~ ... UM, ' ~ ••• UM, ' ••• ' U. ••• UMN > (2.2) 

Here -1 $ ujiJ $ 1 
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Each element in the vector denotes the customer's 
preference towards a certain attribute range. up! could be 
any real value between -1 and 1. A positive value of ur 
implies positive preference and a larger value denotes a 
greater preference. While a negative value implies the 
customer does not prefer that attribute range and a greater 
negative value denotes a greater extent of non-preference. 
For two product attributes "price" and "quality", assume 
that a customer's preference vector is 

ii0 =< 1,0.5,-1,-0.6,0.25,0.75 >T (2.2-1) 

It means 'low price' and 'high price' play the most 
important role in the customer's product selection, for 
they have the extreme value (1 and -1). 'High quality' 
plays the second important role, followed by 'low 
quality', 'medium price' and 'medium quality'. 

With the vector representation of product item and 
customer preference as equation (2.1) and (2.2), we define 
the ranking function as a linear function 

(2.3) 

A preference vector may contain positive or negative 
values, thus the above function may also be positive or 
negative. That means, the scalar value of the ranking 
function not only shows to which extent a customer 
prefers a product, but it reveals how much he dislikes it. 

In the previous example in equation (2.1-1) and (2.2-1), 
the rank of the product f0 in relation to the user 

preference vector ii 0 is 

f(t0 ) = u3 (ll + u2 (Zl = (-1) + 0.25 = -0.75 (2.3-1) 

After ranking all products, one of the following three 
methods may be used to filter out the lower-ranked items: 
• Set a threshold number. For example, the top 20 

items are selected. 
• Set a threshold value. For example, the items with 

rank greater than 0 are selected. 
• Set a threshold percentage. For example, top 50% of 

the ranked items are selected. 

Only product items that exceed the threshold will be 
presented to the customer in a ranked order. Other items 
are filtered because they are considered irrelevant. In this 
way, the reduced number of presented items facilitates the 
customer to concentrate on his preferred items. 

2.3 Customer preference learning 
algorithm 
The ranking function in equation (2.3) is an inner product 
of a customer preference vector and a product vector. We 
could see that the filtering result is highly sensitive to the 
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accuracy of the customer preference vector. As mentioned 
earlier, a customer's preference is usually fuzzy and it is 
almost impossible for the customer to specify his 
preference directly. This means that the customer 
preference should be learned implicitly from his behavior. 

An inductive leaning method has been used in query 
formulation in linear IR model [ 17]. We propose to use 
this method for the learning of customer preference in our 
personalized filtering model. Using this method, the 
customer preference is learned gradually using the 
following numerical optimization algorithm. 

With the ranking function f (f) = ii rr , the criteria 
function for optimization is defined as 

J (ii) = L -UT;; (2.4) 
/ier(Q) 

where 

Here T denotes a product set. The symbol >- denotes a 
customer's preference ranking, which has been defined as 
a relation on the finite set T [2]. For f',f eT, t'>- t 

means the customer prefers f' to f. r(u) is a set of 
difference vectors between error ranked item pair f' and 
f . The item pair f' and f is erroneously ranked if the 
customer prefers f ' to f ( t '>- t ) but f ' is ranked lower 
than f according to the ranking function (iirt'5, iirt, 

i.e., iir f) ::;;; 0 ), which means the system ranking is 
contradictory to the customer's ranking. The criteria 
function is an error function obtained by aggregating all 
the ranking differences between the error-ranked item 
pairs. By definition, J (ii) = o if r(u) =ell, that is, the 
error function is zero if there is no error. 

From the above definition, we could see that J (u) ~ 0. It 
is equal to 0 only if ii is the solution vector. Then the 
problem is to find vector u that minimizes J (ii). 

An optimization algorithm such as gradient descent 
algorithm could be used to find ii. In the (k+1)th 
iteration, 

(2.5) 

where axis the step size and according to equation (2.4) 

V J (ii) = - L b (2.6) 
lie r (iil 

In our experiment, the initial step is set to llQ = 0.01 and 
ax is made adjustable. That is, if the value of J (iik) 

changes towards a single direction (increase or decrease) 
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for some consecutive iterations, ax is increased, while if 
the value of J (ut) changes towards different directions, 
ak is decreased. This adjustment makes the algorithm 
converges faster. The convergence threshold o is set to 
0.001. The optimization procedure converges if it satisfies 
the following condition for some consecutive iteration. 

(2.7) 

In section 4, our experiments are performed on different 
types of users under different situations. The learning 
algorithm converges well for all the cases. 

The optimization algorithm requires a customer's 
feedback on each product item according to his interaction 
behavior. In an E-Commerce scenario, it is proper to 
assume that the purchased items rank highest according to 
a customer's opinion. If we use symbol >- to denote the 
customer's preference ranking, that is, purchased items >-
other items. Browsed items are ranked lower. In case that 
item B is displayed below item A in the presentation but 
the customer browses item B first, then item B>-item A. 
Non-browsed items are ranked lowest. The customer's 
rank order is then compared to the system's rank order, 
which is computed by a ranking function. All error-ranked 
item pairs are extracted. These error-ranked pairs are 
utilized to learn about the customer's preference 
according to equation (2.5). 

3 Analysis of the Personalization 
Algorithm 
The proposed filtering method is based on the idea of 
evaluating product items using a ranking function. This 
method is based on the following theorem [2][17]. 

Theorem 1: 
For a countable setT, there exists a real-valued mappingf 
T--+ R satisfying the condition 

t >-t' <=> fi.t) > .f(t) 

The symbol>- denotes a customer's preference relation on 
T. For t, t' eT, t >-t' means the customer prefers t to t'. 
Mapped to our filtering model, T denotes a set of product 
items, t is a product item which we have represented as t 
in section 2. 

Theorem 1 ensures that there exists an order-preserving 
function f to measure a customer's preference. But this 
theorem does not say how one can construct such a 
mapping function. Several forms of ranking function have 
been used in IR, such as linear function, cosine function 
and parameterized inner product [4]. 
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In our filtering algorithm, we propose the ranking 
function to be a linear function f (i) = iiTT. The 
simplicity of the ranking function makes it have very low 
computational burden, which is very important for 
Internet commerce implementation, because each product 
item needs to be ranked in real time before presenting to 
customers. Besides the computational efficiency, another 
crucial requirement for the product ranking is that it 
reveals customers' opinion towards a product item, i.e., 
the ranking function should satisfy theorem 1. The 
effectiveness of the ranking function can be proved using 
probabilistic theory. 

We assume the product attributes are independent and the 
value of u}O (customer preference towards the jth range of 
attribute A;) is 

(i) 
Cl> P(t 1 = 11 prefer) 

u = log( --'-:-::-----,====-
1 P(t 1 Cl> = 11 prefer ) 

(3.1) 

Then the following illustration shows that the ranking 
function can be proven to coincide with the probabilistic 
ranking method in IR [8]. 

We use T to denote a product set. Each product item is 
represented by r as shown in equation (2.1), all rE T . 

For a given product f0 , assume the value of attribute A,. 
falls in the j,.th range, i.e., t <t> = 1 , then the conditional 

I, 

probability that the product is preferred by the customer is 

a=P(prefer lt =to) 
= P (prefer It. <1> = 1, t. <2> = 1 t <N> -I) /1 /2 , ••• , jN -

(3.2) 

By Bayer's theorem [8], 

fi (1) } (2) 1 (N) 1) P (pre er, t1 = , t1 = , ... , t1 = 
a = ,1, c2> <N> I) P(t,, =1, tl, =I , ... , t,N = 

_ P ( t
1
, U> =I, t1, '

2
' =I , ... , t1 <N> = II prefer ).P(prefer) 

- (1) (2) 1 (N) ) P(t1, =1, t1, = , ... , t1N =1 

Assume that attributes A1, A2, ••• , AN are independent, then 

(i) a p (prefer ) N P (t 1, = 11 prefer ) 
1-a = P (prefer) Y P (t

1
, Ci> = 11 prefer) (3.3) 

Here prefer means not preferred by the customer. 

Taking the log of the product yields 
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a P (prefer ) N P (t 1 Cl> = 11 prefer ) 
log--= log + _Liog ' 1 (3 4) 

1-a P (prefer) i=1 P (t1, 0 = 11 prefer) · 

If we take the ranking function as 

- 1 a f(t) = og --
1-a (3.5) 

As a larger value of the ranking function means a larger 
value of a, it signifies a higher probability that the 
product is matched to the customer's preference. That is, 
from probabilistic point of view, f (() is a proper ranking 
function that satisfies theorem 1. The first term is a 
constant which can be omitted. The ranking function 
could then be defined as: 

_ ~ P (t 1, Ci> = 11 prefer 
f (t) = £...log -~C.,..il---===-

1=1 P (t1, = 11 prefer (3.6) 

The ranking function (3.6) is the same as the proposed 
ranking function (2.3) provided that u _<I> in the customer 

I 

preference vector u, equation (2.3), is defined as 
equation (3.1). 

According to equation (3.1), the preference value may be 
positive or negative. Positive value means the customer 
prefers that attribute range, while negative value means 
the customer dislike that range. Positive and negative 
preference values have opposite roles in product ranking. 
According to equation (2.3), positive values make the 
ranking higher, while negative values make the ranking 
lower. 

In our personalized filtering model, the customer 
preference is learned through a numerical optimization 
method. The target of this learning method is to find a 
solution vector ii that minimizes the error function J(ii) . 

With this solution vector, the system's ranking will 
coincide with the customer's ranking. From the above 
derivation, we show that with uij taking the value as 
equation (3.1), the ranking function defined by equation 
(2.3) produces the correct ranking. Theoretically, this 
ranking is the same as the customer's ranking so that no 
error occurs. In this case, the ranking function satisfies 
theorem I. This implies that J (ii) = 0 in the learning 
algorithm and the vector ii defined in equation (3.1) is a 
solution vector for the learning algorithm. 

The above analysis shows that if the attributes are 
independent, we could get a linear ranking function that 
reveals a customer's preference. This ranking function 
satisfies theorem 1 from the probabilistic point of view. 

The independence assumption in equation (3.3) is a 
simplifying assumption for the real case. In fact this 
assumption may not be true (e.g., products with high 

Spring/Summer 2001 



quality tend to have high price), and our proposed linear 
ranking function may not strictly satisfy theorem 1. 
Generally speaking, to find a ranking function that 
satisfies theorem 1 would become intractable without 
some simplifying assumption [17]. In our case, even if a 
ranking function satisfying theorem 1 is not linear, we still 
use linear ranking function for approximation. The 
numerical optimization method will find a solution 
preference vector that optimizes the ranking performance. 
Using the solution preference vector in the defined 
ranking function (2.3), we get the best linear 
approximation to the ideal ranking function identified in 
theorem 1. In the simulation experiment illustrated · in 
section 4, we compare the results of the experiment 
carried on product data with independent attributes and 
that with dependent attributes. We find that the attribute 
dependence has little influence on system performance. 
Thus the linear approximation is an appropriate 
approximation from the experimental point of view. 

4 Simulation Experiment 
This section describes the simulation experiments 
performed to test the performance of the algorithm, 
including its effectiveness in filtering and its 
appropriateness of customer modeling. The system 
performance in the presence of stochasticity in customer 
behavior will be tested. The performance on dependent 
product data was tested as there's always some 
dependence among product attributes in a practical 
situation. 

4.1 Evaluation Metric 
The similarity between product filtering and information 
retrieval enables them to share some performance 
measures. The normalized distance-based performance 
measure (ndpm) has been used to measure the 
performance of information retrieval system [18]. It aims 
to measure the difference between a customer desired and 
a system predicted ranking. 

ndpm measure is defined as 

I. o,.,,,..<t,r'> 
ndpm (>-,,>-.) = ,,, . 21>-.1 (4.1) 

Here >-s is the ranking predicted by the system and the >-u 
is the ranking by the customer. 

8 (t t') is the distance between two items t, t' with 
>-S,>-u ' 

respect to these rankings, it is defined as: 

1
2 if(t>-, t'and t'>-. t)oc(t>-. t'and 

o,.,,...(t,t')= I if(t>-. t'or t'>-. t)andt-, t' 

0 otherwise 
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According to this definition, if the system ranking and the 
customer's ranking are contradictory for the two items t 
and t'; the distance is 2. If the system ranks the same for 
the two items and the customer ranks different, the 
distance is equaled to 1. In other cases, the distance is 
defined as 0. 

In the denominator of equation (4.1), I >-u I is the total 
number of product pairs. Multiplied by 2, the denominator 
acts as the normalization factor to normalize the ndpm 
value to the range [0-1]. A smaller value of ndpm denotes 
a better performance. 

ndpm measures the difference between a system ranking 
and a customer's ranking. In our personalization system, 
the system ranking is computed by equation (2.3). 
Therefore, ndpm measure is used in our experiments to 
measure the effectiveness of the ranking function as well 
as the accuracy of customer preference, which is acquired 
through the learning algorithm. 

4.2 Simulation Methodology 
The simulation environment is shown in Figure 2. 

Product selecting 
strategy 

selected items 
r------ -------------------------------1 

Filtering 
algorithm 

Personalization 
customer system 

matchJ:d 
items L_ ____ _ 

simulated 
ranking 

Simulation of 
customer's preference 
ranking 

test product 
data 

customer 
preference 

test product 
data 

Test product 
data set 

Figure 2 Simulation Environment 
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There are three data components in the simulation. The 
customer preference storage is part of the personalization 
system. The other two data components maintain product 
data, which are used in the simulation experiment. The 
training product data set comprises 1000 products, while 
the test product data set comprises 200 products. There 
are four attributes in the product description: price, brand, 
quality and guarantee. Attribute "price" is divided into 
four ranges (1-4), while the other three attributes are 
divided into three ranges (1-3) individually. Each product 
attributes is generated using uniform distribution. 

Besides the three data components, there are five 
processing components in the simulation environment, 
which are described briefly below: 

i) Product selecting component. Our experiment 
assumes that there are totally 50 products matching a 
customer's query in each commerce session, the 
product selecting strategy randomly selects 50 
product items from the training product data set as the 
matched items. 

ii) The filtering component. It is part of the 
personalization system. The filtering component 
ranks the 50 items based on the customer's 
preference, selects the top 20 items to the customer 
and filters out the others. 

iii) Customer preference ranking simulating component. 
It simulates the customer's preference ranking 
towards the input product items. Two types of 
customers are simulated as follows: 

• Customer type 1 is assumed to concern about 
product price only. Using symbol >- to denote 
customer preference as introduced in section 2, 
the customer's preference relation towards the 
products is represented as 'very low price'>-'low 
price'>-'medium price'>-'high price'. The 
corresponding customer's ranking value of this 
relationship is set to 3,2, 1 ,0. 

• Customer type 2 is assumed to care about 
product price and quality. His preference relation 
is: 'very low price' + 'high quality' >- 'very low 
price' + 'medium quality' >- 'low price + high 
quality' >- 'low price' + 'medium quality' >-
'medium price' + 'high quality' >- 'medium price' 
+ 'medium quality' >- 'very low price' + 'low 
quality' >- 'low price' + 'low quality' >- 'medium 
price' + 'low quality' >- 'high price' + 'high quality' 
>- 'high price' + 'medium quality' >- 'high price' + 
'low quality'. In this case, the customer's ranking 
value is an integer between 0 to 11. 

iv) Learning component. It is part of the personalization 
system. The learning component learns customer 
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preference based on the simulated customer rankings 
and updates the maintained preference value in the 
storage. 

v) Performance evaluation component. It measures the 
ndpm value between the simulated customer ranking 
and the system ranking based on the test product data 
set. 

Above shows the simulation experiment performed within 
a single commerce session. In our experiment, forty 
commerce sessions are simulated for each customer. 

Our experiments also test the system performance against 
customer stochasticity and product data dependency. The 
methods to simulate customer stochasticity and product 
dependence are described in the following parts of this 
section. 

4.2.1 Simulation of Customer Stochasticity 
In our experiment, the stochasticity is simulated by adding 
some noise to the customer's rank. Gaussian noise is 
selected because it is believed to match the real world 
stochasticity. Here n is used to represent Gaussian noise 
satisfying Normal distribution N(O, en. whose probability 
density function is 

1 x 2 

n(x) = ~ exp( ---) 
v2tru 2t:r 2 (4.3) 

To simulate stochasticity in customer ranking, n is added 
to the customer's ranking values. Take customer type 1 as 
an example, without noise the customer ranking value is 
r-3,2, 1,0, added with noise n, the ranking value will be 
r=3+n, 2+n, 1 +n, n respectively. 

The following example explains the influence of noise in 
the customer's ranking relations: 

Assume product 1 has a medium price and product 2 has a 
high price. For customer type 1 without considering noise, 
product 1 is ranked as r1 = 1 and product 2 is ranked as r2 

= 0. Hence, product 1 is listed prior to product 2 
according to the customer's preference. With noise added, 
the rankings towards the two products will become r1 ' = 
l+n1, r2 ' = 0+n2• For l+n1 > n2, the relative ranking 
remains unchanged, i.e., product 1 >- product 2, the noise 
doesn't affect the customer's preference relation. 
However, if l+n1 < n2, the noise changes the customer's 
relative ranking to product 1 -< product 2. 

The above example shows that with noise added, lower 
priced item may not necessarily be ranked prior to higher 
priced item, thus it reveals stochasticity in the customer's 
behavior. 

The above description also shows that the influence of 
stochasticity is determined by two factors: 
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i) The variance d in the Gaussian distribution. It 
determines the power of noise and larger d means 
greater stochasticity. 

ii) The interval in the customer's ranking values. In the 
above example, the ranking interval between the two 
products is 1. If the interval is enlarged, e.g., if the 
ranking for "medium price" is changed to 2, the 
ranking interval between high and medium price 
becomes 2, then the system will become more 
resistant to noise. 

Above explanation shows that stochasticity is affected by 
these two factors. As a larger ranking interval makes the 
stochasticity effect smaller, it is reasonable to treat the 
square of interval as the power of customer preference. If 
there are n ranking values with equal interval k, then the 
intervals between the rank pairs will be k, 2k, .. . , (n-l)k 
respectively. The averaged interval square is 

Preference _Power = 
( n -l)xe + (n- 2)x(2k)2 + ... + lx[(n -l)k]2 (4.4) 

n(n-1)/2 

With noise added, the initial ranking r~o r2 are changed r1' 
= r1 +n" rz' = rz +n2. Assume r1 >r2, the preference 
relation will be preserved if r/> r2', i.e., (rrr2) + (nr 
n2)>0. The noise that affects the ranking order is nrnz. As 
both n1 and n2 satisfy Guassian distribution N(O, a), the 
power of noise affecting the ranking order (nrnz) is 2d. 

Based on above illustration, a metric named preference-
to-noise ratio (PNR) could be defined to measure the 
stachosticity in customer ranking as following: 

PNR = 20 log Preference ...Power 
20'2 (4.5) 

Here the numerator "Preference_power'' is calculated 
using equation (4.4). 

4.2.2 Simulation of Attribute Dependence in 
Product Data 
As mentioned before, for independent product data, each 
product attribute is generated using uniform distribution. 
Here we discuss the method for generation of dependent 
product data. 

Assume we need to simulate the dependence between the 
attributes "price" and "quality", then two random 
variables a and b are generated satisfying uniform 
distribution, and another random variable c is generated 
by 

c = a.xa+ ~xb (a.+~= I) (4.6) 

a, b are both in the range [0-1], thus c is also in the range 
[0-1]. The correlation parameter between a and c is [ 6] 
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a 
(4.7) 

In equation (4.6), a represents the price, b is a random 
variable and c, the quality, is determined by the equation. 
Through this way, the product data are generated with 
dependence between attribute "price" and "quality". 

4.3 Experimental Results 
Experiments are performed on the two customer types and 
various degree of stochasticity. Experiments are also 
performed to test the influence of initial parameters and 
the influence of attribute dependence in the product data. 

4.3.1 Performance for Two Customer Types with 
Noise Added 
In this experiment, the initial customer preference values 
are set to zero, i.e. the preference vector is set to 
u0 =<0,0,0, .... >. 

Figure 3 shows ndpm for customer type I (concern about 
product price) with different PNR. As mentioned before, 
for customer type 1, the rank values are set to 3,2,1,0 
respectively. According to the definition of PNR in 
equation (4.5), PNR=30dB when a=0.2296, and 
PNR=OdB when a=1.2910. It shows that in all cases, 
ndpm drops greatly after the first session. It means the 
system performance improves greatly after only one 
session of learning. With no noise or small amount of 
noise (PNR=30dB and 15dB), ndpm could reach near to 
zero with very little fluctuation after a few sessions, that 
means the customer's preference could be learned 
accurately enough and the learning procedure converges 
rapidly. The performance gets worse with larger noise 
(PNR=5dB and OdB). With larger noise, the ndpm gets 
larger and so is its fluctuation. In these cases, ndpm 
decreases below 0.1 and continues to fluctuate after about 
20 sessions. It means that the performance is acceptable 
even with large noise. 

Figure 4 shows ndpm for customer type 2 (concern about 
price and quality) with different PNR. For customer type 
2, the rank values are set to 11,10, ... ,0 respectively, in 
this case, PNR=30dB when cr=0.6412, and PNR=OdB 
when a=3.6056. Figure 4 reveals the same result as in 
Figure 3. With no noise or small amount of noise 
(PNR=30dB), ndpm could be near to zero with little 
fluctuation after a few sessions, which means the learning 
procedure converges to the correct customer preference 
values. The performance decreases when noise gets large, 
however it's acceptable even with large noise power. 

4.3.2 Performance with Various Initial Preference 
At the customer's first interaction with the commerce 
system, the system has no idea of his preference. It has to 
initialize his preference to some default values. In the 
above experiment, the initial preference is set to 
u0 =<0,0,0, .... >. To test the influence of initial preference 
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values on system performance, experiments are performed 
with various initial preference values for customer type 2. 
The result is shown in Figure 5. 

The right panel in Figure 5 show the initial preference 
values for attributes "price" and "quality" and the other 
two attributes ("brand" and "guarantee") are set to 0. E.g., 
value "11 00011" means that the initail preference is set to 
ii0 =<1100,000,011,000>. 

The results show that the initial ndpm values are different 
for various initial preference values. The reason is that 
some initial values are closer to the customer's real 
preference while other initial values are far away. E.g., if 
the customer's initial preference is set to 
<1000,000,011,000>, it is closer to the real customer 
preference (i.e., prefer low price and high quality) and 
ndpm is smaller in this case (ndpm = 0.240578). On the 
other hand, if the preference is <0011,000,100,000>, it is 
far away from the real customer preference and ndpm is 
much larger (ndpm = 0.725779). 

Although the initial ndpm differ greatly with various intial 
prefernce values, ndpm drops and converges near to zero 
after one session of learning in all cases, which means the 
customer's preference could be learned accurately 
enough. In other words, the system perfromance is good 
regardless of the initial preference values, i.e., initial 
values have little influence on the system performance. 

4.3.3 Performance on Non-independent Product 
Data 
The above experiments are repeated on independent 
product data. However, in real commerce scenario, there 
is always some dependence between product attributes. 
To test the influence of attribute dependence on the 
system performance, we have performed experiments for 
customer type 2 on product data with various correlation 
parameters. Tests have been performed with and without 
noise, both converge well. Here we show the one with 
noise (PNR=30dB) in Figure 6. 

The right panel in Figure 6 shows different correlation 
parameter r, which is calculated using equation (4.7). 

The results show that in all cases ndpm decreases nearly 
to zero with little fluctuation after a few sessions. This 
means that our algorithm performs well on non-
independent product data. It proves that the attribute 
dependency has very little influence on system 
performance. In fact, the performance is satisfactory 
enough even with highly correlated product data. 

4.3.4 Summary 
Section 3 has theoretically proved the effectiveness of the 
proposed personalization algorithm. This section verifies 
the effectiveness experimentally. The experiment results 
show that with independent product data, the performance 
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is good as it converges quickly after a few learning 
sessions. 

As stochasticity is an important factor that affects the 
online learning procedure, it is simulated in our 
experiments to test its influence in system performance. 
The results show that we get good performance under 
little noise and it's acceptable even with very large noise. 
It shows the performance is robust in the presence of 
stochasticity. 

Experiments with various initial preferences show that the 
initial setting of this parameter does not affect the system 
performance. Experiments on non-independent product 
data show that the correlation between product attributes 
has little influence on system performance. As mentioned 
before, the product attributes are not independent in real 
products and the linear ranking function in our algorithm 
is an approximation. The experiment on correlated data 
shows that this approximation is a reasonable one. 

5 Conclusion and Future Research 

5.1 Conclusion 
We have proposed a personalized product filtering model 
for Electronic Commerce. The filtering process is based 
on a ranking function and the parameters of the ranking 
function are personalized by customers' preferences. In 
our model, a linear ranking function is proposed with 
vector representation of customer preference. The 
customers' preferences are learned from observed 
customer behavior using an inductive learning method. 
The proposed filtering algorithm using the linear ranking 
function simplifies computation and it is suitable for real 
time E-Commerce implementation. 

We proved the effectiveness of the filtering algorithm 
using probabilistic theory and IR techniques. The 
effectiveness of the algorithm has also been proved by 
simulation experiments. The experimental results show 
that the algorithm is robust against stochasticity in 
customers' behavior, as well as dependency in product 
attributes. 

5.2 Considerations for Real World 
Implementation 
The personalization algorithm performs well in the 
simulation experiments. However, the following factors 
need to be considered before putting it into real world 
implementation: 

i) The experiment uses four attributes ("price", "brand", 
"quality" and guarantee") for product representation. 
In real world implementation, a set of attributes for 
each catalog of products needs to be defined. 
Different products have different attributes. Proper 
definition of these attributes may be achieved by 
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conducting some survey and consultation with 
specialists. 

ii) The number of attributes in the attribute set and the 
division of attribute ranges need to be determined. 
Too small number of attributes and attribute ranges 
affects filtering accuracy, while too large number of 
attributes and ranges leads to computational burden. 
The number of attributes and the division of attribute 
ranges are subject to adjustment according to real 
world performance. 

iii) Mediating service is required to assign each product 
proper attribute values. Take quality as an example, 
quality evaluation service is needed to evaluate 
whether a product has low, medium or high quality. 

iv) The method to capture and record customers' 
behavior has been discussed in section 2.3. It is 
subject to real world testing and adjustment. 

v) Customer privacy is another concern in real world 
implementation. Customer directory service provider 
plays an active role in protecting customer privacy, as 
well as acquiring, maintaining and distributing 
customer information. 

Above discussion shows that successful real world 
implementation requires further research in our topic, as 
well as development in other e-commerce areas. 

5.3 Future Research 
Possible future work includes the following to improve 
the proposed algorithm: 

i) The detection of customer preference change and the 
re-configuration of preference vector. Internet 
commerce is a dynamic and uncertain environment, a 
long-term preference for one customer may be short-
term ones for another, and customers' preferences 
may change overtime. The challenge is to make the 
system aware of the dynamic changes in a customer's 
preference and make the preference vector re-
configurable. 

ii) Combination with collaborative filtering. Our 
proposed filtering algorithm is based on the content 
of the information. Pure content-based system has 
some shortcomings, e.g., good filtering performance 
could only be achieved after certain amount of 
customer feedback. Collaborative filtering uses 
information selected from an individual's community 
status and relationship [3][14]. Combination with 
collaborative approach could avoid the limitations for 
pure content-based one, thus get the system 
performance improved. 
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Abstract 
One of the greatest challenges facing the information age is 
the discovery of relevant information. Current approaches 
to the problem fall short in several respects. We propose a 
scalable, self-organising model for online distributed data 
warehouses. The prime feature of the model is a population 
of adaptive agents, one per web site. These agents produce 
reports by distributing elements of a query to appropriate 
resources or to other agents in the population, showing a 
form of emergent computation. Queries are couched in a 
specialised scripting language, based on XML Agents adapt 
by converting new queries into generalised functions and by 
recording new resources. 

Introduction 
Everyone knows the scene from Star Trek. Confronted by 
the unknown the captain says: "Computer, tell me about..." 
and the computer instantly responds with a concise, lucid 
report giving exactly the necessary information. This looks 
so easy in science fiction. But in practice, query systems are 
a long way from rivalling such capabilities. The hurdles to 
be overcome are considerable. 

We argue that it is possible to make practical headway by 
considering systems with restricted domains. Most 
importantly we argue that information systems need to 
employ agents that can adapt to the needs of their users. In 
this paper, we outline a model that uses adaptive information 
agents to solve some of the problems involved. We 
conclude by discussing some of the issues and implications 
that flow from the model. 

Keywords: Information agents, information 
discovery, adaptive agents, emergent computation. 

Resource discovery and data 
warehousing 
The Internet has revealed the extent of the information age. 
With an estimated 800 million documents [16], the rapid 
growth of the Internet has placed a new complexion on the 
problem of compiling and organising information. This 
problem has now become one of the greatest hurdles for the 
effective use of the information now available. 
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Using current search methods, locating information on a 
relevant topic can be difficult. As opposed to organisational 
data warehouses the Internet is too dynamic and chaotic [9], 
both in terms of its structure and usage. In an att~mpt to 
organise information, automated robots such as Exctte and 
Google2 construct some of the most popular indexes on the 
World Wide Web C:WWW). Manual schemes also exist, 
such as Virtual Libraries (VL) and Information Networks 
[11]. 

Each of the search approaches listed above have in 
common a focus upon indexing information. This focus 
brings to light the issue that what people really want is 
information - not lists of web sites. Search engines, for 
instance, typically return lists containing thousands of items 
for each query. However, this response falls short in two 
crucial respects. First, the ratio of false "hits" is high. A 
simple query about the 'flu virus, for example, would return 
thousands of links to items about computer viruses. 
Secondly, users themselves have to locate and extract the 
information they need from the returned documents. Manual 
indexes solve the problem of relevance, but cannot keep pace 
with the growing abundance of information. 

Typically, a user wants a report that consists of elements 
drawn from several different distributed sources. For 
example, if a government officer wants to compile a report 
about (say) eucalyptus trees in Tasmania, then he or she 
might need taxonomic information from the national 
herbarium, photos from the Botanic Gardens, distribution 
maps from Environment Australia, and discussions of 
conservation from the state parks service. It is the 
distributed information (ie the final report) the user is 
interested in, not the list of resources. 

Over the past decade or more many organisations have 
been working towards the goal of drawing existing 
information together in "data warehouses". Examples cover 
a wide range of endeavours, including commercial records of 
marketing and sales, government documents, environmental 
management (eg [10]), and scientific data such as genomic 
information [2,5]. The advent of the Internet has accelerated 
the trend towards data warehousing; it has made possible the 
use of distributed data sources in which the information is 

' http://www.excite.com/ 
2 http://www.google.com/ 
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stored and accessed seemlessly from a number of different 
sites. This distributed approach has an advantage that the 
organisations creating the data maintain control of it. It also 
provides an ability to handle far larger bodies of data than 
any one organisation could effectively manage by itself. 

Protocols and standards 
Protocols and standards are an intergral component in the 
task of unifying information systems; however, XML, 
HTrP, Z39.50, and CORBA only partly address the 
challenges [13]. Nevertheless, several recent developments 
in XML standards are encouraging. These developments 
include specifications for XML Protocol, XML Query, and 
XML Path. XML Protocol provides a framework in which 
two or more sites may communicate using XML as an 
encapsulation language. This system provides a general and 
flexible messaging system. XML Query defines a standard 
data model for XML documents and a set of query operators. 
XML Path provides a language for addressing parts of XML 
documents. These standards are working towards a general 
and powerful model for sharing data among distributed 
sources. 
The technical difficulties of defining protocols and standards 
are slowly being overcome. However, there is a need for 
standards to converge into a unified model. As different 
groups come together, working on the continual 
development of general standards, such as XML, CORBA, 
and metadata, such a unified body of standards may emerge. 
This unified model should define a framework of how 
distributed sites interact and share information, providing a 
strong foundation for the development of emergent 
information systems. 

Emergent information systems 
The Internet makes feasible collaborative projects on a scale 
not seen before. One of the first practical results was the 
appearance of information networks, in which a community 
of sites cooperate to provide a common information resource 
(eg [11]). However, of greater interest here is the creation of 
active data warehouses in which a single query may involve 
searching for and collating material from many different 
sites. To achieve this goal a practical framework is required. 
Software agents are a suitable framework, which have been 
revolutionised by the paradigm of interactions. Through the 
increasing availability of telecommunications, software is 
now modelled in terms of collaborative operations. Agents 
provide a useful paradigm and abstraction [4] for developing 
complex, distributed, computer systems. 

A key application of agent-based systems is the ability to 
produce or model emergent computation [7] in distributed 
environments. Emergent computation deals with the 
question of how local operations, preformed by individual 
agents, can produce some form of global result. The Internet 
is really a form of emergent computation, where local 
machines follow simple computational rules to produce a 
globally coordinated system. In large and complex 
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environments, emergent computation is necessary as there is 
typically no possibility of centralised control. This is why 
centralised search indexes fail to be adequately created and 
maintained. Thus, we find a need to move away from 
centralised approaches to organising information to a 
collaborative emergent system. Such a system would use the 
information organisation and adaptation capabilities of 
individuals to contribute to the global system. 

Another problem addressed by a multi-agent system that 
arises in such a distributed environment is the problem of 
separating the processing from the data resources. It can be 
highly inefficient to draw data together from many different 
sources and only then start to process the results. The 
alternative is to perform part of the processing at the source 
and only transmit the results, de-centralising the process of 
organising information. Such an arrangement of the above 
considerations calls for a new model, which we now 
describe. 

An agent-based model 
The distributed data warehouse (DDW) model described 
here is built around distributed query agents (DQA). These 
agents operate and adapt collaboratively. They provide the 
necessary facilities to separate the processing from the data 
resources. Also, the agent architecture is scalable, leaving 
scope for the larger system to grow. Agents are used here as 
a paradigm to develop collaborative interactions that produce 
a globally intelligent and adaptive information system. 

FID!dir:ms 
to 
ndriaYa 
data. 

Figure 1: Overview of the distributed data 
warehouse model. 

In the basic DDW model (Fig. 1), the front end consists 
of a user interacting with an agent via typical WWW 
methods. This may be interactive, in real-time, or possibly 
batch style, allowing the agent more time to process the 
request while the user continues on. When handling a query 
an agent may either: (a) process the request itself, if it 
contains the required functions; or (b) send the request to 
another agent. Upon receipt of all requests, the agent 
compiles the results into a report, which is passed on to the 
user. 
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Some important characteristics of the basic model are: 
+ DQA's represent data warehouses, each with a limited 

domain of interest, that is, agents are specialised in the 
information they organise; and, 

+ collaboration between agents provides the ability to 
learn of new data sources and to process queries 
extending beyond domain limitations. 

These two characteristics allow a macro system to arise; 
seemingly providing information from possibly several data 
warehouses. This emergent system builds upon the existing 
design of the WWW by hiding the discovery of data 
resources from the end-user. 

The need for adaptive agents 
The other design issue involves the learning and adaptation 
of agents. Adaptation is essential because it is virtually 
impossible to design a system that adequately anticipates the 
broad range of user needs. Any system that can adapt has 
the potential for substantial improvements in efficiency and 
cost-effectiveness. In our model the system adapts 
automatically through the actions of individual agents, and 
through their interactions with one another. A key feature in 
the process of adaptation is the inclusion of a sleep and wake 
cycle for each agent. This feature exploits an analogy with 
the sleep and wake functions of a human. When humans 
sleep the brain sifts through the collected information to 
make sense of it and to store it as learned memories. 

Likewise in our model an agent is 'awake' whenever it 
works on a query (whether triggered directly by a user, or 
indirectly through another agent). The details of each query 
are recorded in "short-term memory"'. When not active, the 
agent reverts to a 'sleeping' or 'dreaming' mode, in which it 
processes the contents of its short-term memory. 

The 'dreaming' processing consists of two 
complementary actions. One is to compare the elements of 
each query script against its current repertoire of functions. 
An agent's functions are the procedures for acquiring 
information from a data source. Elements of the query that 
are identified as new are extracted to create new functions. 
This process consists chiefly of converting constants to 
variables. For instance if we could paraphrase a particular 
query as 

"Produce a report about Eucalyptus regnans in Tasmania" 

might generalise to 

"Produce a report about <species> in <place>". 

Notice that in this example we have replaced the constant 
Eucalyptus regnans with the variable <species>. To do 
this presupposes that the given name can be parsed as a plant 
species. Likewise it is essential to identify Tasmania as a 
place. The ability to do this is crucial since cruder 
generalisations, such as <object> instead of <species>, 
could allow the query to be applied to totally inappropriate 
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data. Making these kinds of generalisations is difficult in a 
global context, but much simpler in the highly restricted 
domain of a data warehouse dealing with a limited range of 
themes. However, we make the process transparent by using 
an XML markup in which the constants are tagged with 
labels that indicate the appropriate variables. 

The second adaptive process that agents carry out in 
sleeping mode is to link resources to queries. Thus, if a 
query links an existing function to a previously unknown 
WWW site or agent, then the details are added to a list of 
sources. 

The model presented above outlines a scalable system. It 
deals with distributed data within restricted domains. Here 
lies the key. To implement practical systems that display the 
ability to adapt and learn, it is necessary to limit the domain. 
However, the scalable nature, through each agent's ability to 
learn and collaborate, provides the foundation for useful 
intelligent and adaptive information system to emerge. See 
[6] for a detailed description of the distributed data 
warehouse model. 

'\ 

Agent connectivity and emergence 
Maintaining macroscopic structural integrity is a key issue in 
any information system development. There is a need to de-
centralise information organisation yet maintain global 
coordination. An important question to be addressed is to 
determine the set of local rules, which govern local agent 
behaviour, which will lead to 'useful" emergent properties 
on a global scale. We call this type of system, where local 
interactions produce emergent properties, self-organising. 
This self-organisation, existing within the overall system, is 
crucial to unifying information systems, because, as we have 
seen it is virtually impossible to maintain centralised control. 

The level of communication links between agents in the 
DDW model is an important variable of the emergent 
outcome and is the subject of continuing research. It is still 
an open question to investigate the various relationships of 
connectivity levels between agents and the nature of their 
local rules, along with the ability of individual adaptation. In 
the case of the DDW model, this correlates to number of 
connections each agent maintains and the methods of 
interaction between these connections. 

There is some relevant research that highlights several 
implications relating to the connectivity structure of the 
DDW model. For example, Albert et. al. [1] shows that 
many real-world networks, with certain connectivity 
distributions, exhibit scale-free properties. That is, the 
relative size of the network (ie the average number of links 
required to traverse from agent a to b) only slightly increases 
as the number of network components grow. Also, results in 
Stocker et. al. [19] suggest that it is possible for information 
networks to be self-organising providing connectivity 
between agents is sufficiently high, yet, without the need for 
each agent to be directly connected to every other agent. 
The implications for the distributed data warehouse model 
described here are numerous, for example: 
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• Agent's do not need to maintain a computationally 
expensive number of connections; 

• the number of agents can grow without drastically 
affecting efficiency; 

• information propagation through the network will be 
efficient; and, 

• all nodes can be kept up-to-date. 
The DDW model implements simple local interactions 

focusing on collaborating operations between agents. Each 
individual agent in the model distributes elements of a query 
that it cannot itself fulfil, and learns by recording new 
resources and generalising functions. These simple local 
interactions lead to an emergent adaptive information 
system, showing elements of both traditional rule-based 
artificial intelligence and fields such as artificial life that deal 
with emergence. 

The implementation 
To test the concepts of the DDW model described above, we 
developed a demonstration within a highly restricted domain. 
Here we describe the implementation and provide an 
example. The demonstration uses six agents to fulfil a query 
of the distribution of Eucalyptus regnans in Tasmania. The 
final product is a report containing a picture and description 
of the tree, a species distribution map, and a list of some 
relevant resources; these items are obtained from several 
data sources. 

Each DQA was implemented using Java and resided 
behind a WWW server Common Gateway Interface (CGI). 
DQA's communicate through the CGI to fulfil a particular 
query. Queries are expressed in an XML markup (eg Fig. 3 
below). We call this XML markup the Report Generation 
Language (RGL). The RGL expresses the information a 
report contains along with its structure. 

The following is an RGL example of a map OBJECT 
within a report. Notice that within the map object a QUERY 
tag is specified. This query tag details how the map object is 
to be retrieved. In this case the map object is retrieved from 
the SOURCE http://life.csu.edu.au/cgi-
binlspeciesDistDQA.cgi (here the source refers to another 
agent; a species distribution agent), with the attributes of 
'GENUS 1

, 'SPECIES 1 , and 'LOCATION I. The VAR tags 
refer to variables, which are defined using a TERM tag within 
the script (eg in Fig. 3). 

<OBJECT 
<QUERY 

<ATTRIB 
<ATTRIB 
<ATTRIB 

</QUERY> 
</OBJECT> 

TYPE="map"> 
SOURCE="http://life . csu.edu.au/cgi-bin/ 

specDistDQA. cgi" THEME= "plant"> 
ID="GENUS"><VAR ID="l"/></ATTRIB> 

ID="SPECIES"><VAR ID="2"/></ATTRIB> 
ID="LOCATION"><VAR ID="3" /></ATTRIB> 

Perhaps the most important aspect of the model is the 
ability of the agents to learn and adapt. The RGL provides a 
simple mechanism for the adaptation and learning processes. 
Each agent maintains a knowledge-base of functions to 
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retrieve information. Queries, such as the one given in the 
previous example, are mapped to a generalised function in 
the agents 'sleeping' cycle. Thus, the query above is 
mapped to the following function, which is maintained 
within an agent's knowledge-base. 

<FUNCTION TYPE="map" THEME="plant"> 
<QUERY SOURCE="http: I /http: I /life. csu. edu.au/cgi-bin/ 

specDistDQA.cgi"> 
<ATTRIB ID="GENUS"><VAR THEME="plant/genus"/> 

</ATTRIB> 
<ATTRIB ID="SPECIES"><VAR THEME="plant/genus/ 

species"/></ATTRIB> 
<ATTRIB ID="LOCATION"><VAR THEME="geographic/ 

</QUERY> 
</FUNCTION> 

country/state"/></ATTRIB> 

Of particular importance is the THEME attribute of the 
VAR tag. This attribute indicates a generalised variable and 
was drawn from its initial definition. Now this function may 
be applied to a large range of queries fitting the generalised 
variables. For example, rather than information on 
Eucalyptus regnans in Tasmania, we may want information 
regarding Eucalyptus melliodora in New South Wales -
which this generalised function would be able to perform. 
Thus, once agents have learnt functions from their received 
queries, they are able to produce an increasingly large range 
of reports without having to specify how to retrieve the 
information. 

In the demonstration of a report on the species 
distribution of Eucalyptus regnans in Tasmania, six agents 
were used each contributing a specific role (eg Fig. 4). 
Firstly, an interface agent was constructed. This interface 
agent interacts with the user via a simple HTML form, as 
depicted in Fig. 2. 

Figure 2: A form generated by the interface agent. 

Upon completion of the form, the interface agent sends 
the query in Fig. 3 to a distributed query agent (call it 
plantDQA). Notice that this query does not specify how to 
retrieve the specified information, only what to retrieve. In 
this example the plantDQA has previously learnt from 
queries and contains, within its knowledge-base, the 
necessary functions to obtain the information the query 
expresses. 
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<OBJECT TYPE="report"> 
<HEAD> 

<TERM IO= ' l " THEME= "plant/genus">Eucalyptus</TERM> 
<TERM 10="2" 

THEME="plant/genus/species">regnans</TERM> 
<TERM 10="3" THEME='geographic/ 

country/state ' >Tasmania</TERM> 
<TITLE><VAR ID="l"/> <VAR 10="2"/> in 

<VAR 
10= "3"/></TITLE> 

</HEAD> 

<OBJECT TYPE= " image'> 
<QUERY THEME= ' plant " /> 

</OBJECT> 

<OBJECT TYPE= " text ' > 
<HEAD> 

<TITLE>Oescription</TITLE> 
</HEAD> 
<QUERY THEME= "plant"/> 

< / OBJECT> 

<OBJECT TYPE= "map"> 
<HEAD> 

<TITLE>Species Oistribution</TITLE> 
</HEAD> 
<QUERY THEME= "plant " > 

</OBJECT> 

<OBJECT TYPE="text"> 
<HEAD> 

<TITLE>Resources</TITLE> 
</HEAD> 

</OBJECT> 

Figure 3: An example of the Report Generation 
Language. 

Once the DQA has received the query it then proceeds to 
contact the necessary agents to acquire the desired 
information. When the agent plantDQA has gathered 
information from all other sources, the results are returned to 
the originating interface agent. The interface agent marks-up 
the results to HTML for display in a common WWW 
browser. Fig. 5 illustrates the final presentation. 

As the final report illustrates, there are four separate 
components to the report, each drawn from a separate agent. 

lmageOQA 

deecOQA 

specDIItDQA 

reaourceOQA 

Figure 4: Communication between agents. 

The communication between agents is shown in Fig. 4: 
• imageDQA is an agent managing a data source of tree 

images; 
• descDQA manages a data source of tree descriptions; 
• specDistDQA manages species distribution data; and, 
• resourceDQA manages a bookmark-type data source. 
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Discussion 
The success of the Internet, the WWW and related 
information systems rests on identifying a simple and 
scalable model of how different sites communicate and share 
resources. With this in mind, what we have presented here is 
an attempt to develop a model of this kind for an intelligent 
and adaptive information system. These developments are 
only the first steps towards implementing this model. Many 
problems remain to be solved, and this account was intended 
only to demonstrate the feasibility of such a system. 

One of the major suggestions in this paper was that it is a 
necessity to develop emergent information systems due to 
the complexity of the environment. There is a large body of 
research dealing in general with emergent computation that 
provides some theoretical understanding of the process. For 
instance, Langton [15] has studied the computational 
capabilities of cellular automata (CA) and suggests that 
computationally capable CAs exist within a certain 'critical' 
region of the CA rule table. This has implications for 
developing the rule-base of individual agents. Several other 
authors have also worked on models of emergent 
computation using cellular automata [3,817]. This work 
attempts to discover high-performance rules (ie those that 
produce emergent computation) and explain why these rules 
work. The outcome of these studies illustrate that the use of 
simple local interactions can produce complex and 
collaborative computational behaviours. 

The restriction of the model to data warehouses, each with a 
restricted domain, is crucial in the first instance. A tightly 
constrained context conveys numerous advantages, including 
the assurance of standardised resources and the ability to 
restrict the domain and range of queries. Secondly, this 
restriction provides a framework for collaboration and 
emergent behaviour, where the combination of local 
interactions leads to a larger adaptive system. To some 
extent we have tied together studies of emergent phenomena 
and traditional artificial intelligence. Nevertheless, many 
questions remain to be resolved. For instance, how do the 
agents propagate information about the range of operations 
that they can perform? How does performance fall off as the 
nesting of queries, and the number of agents involved, 
increases? How do we prevent deadlock or circularity (ie a 
query being propagated back to its source)? Further 
developments in these areas will aid in the practical 
development of complex collaborative models and provide a 
theoretical foundation for some of the above conclusions. 
For the moment we assume that the agents function within a 
very restricted context, but questions such as these are 
crucial if our approach is to extend into broader domains 
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I Eucalyptus regnans in Tasmania 

A very tall tree with rough fibrous bark to about halfway up trunk, then 
smooth, while or grey-green bark above, with umbels paired in leaf axils. 
The wood has been used for building, flooring, furniture, plywood and 
pulp and paper-malcing, and is moderately s1rong and hard though not 
durable. 1be tallest tree species in Australia, and the tallest hardwood in 
the world. 

Species Distribution 
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Resources 

AusJralian Botanical Gardens 
Enyimnment Australia 

Report produced by Plant Specjes Report Generator 
http://life.csu.edu.auldqal 

Figure 5: Final report of the distribution of 
Eucalyptus regnans in Tasmania. Generated by 

several distributed query agents. 
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Abstract: We present a novel method employing a hierarchical domain ontology structure to select features representing 
documents. All raw words in the training documents are mapped to concepts in a domain ontology. Based on these 
concepts, a concept hierarchy is established for the training document space, using is-a relationships defined in the 
domain ontology. An optimum concept set may be obtained by searching the concept hierarchy with an appropriate 
heuristic function. This may be used as the feature space to represent the training dataset. The proposed method aims to 
solve some drawbacks suffered by text classification algorithms and feature selection algorithms. One major difficulty for 
text classification algorithms, especially for machine learning approaches, is the high dimensionality of the feature space. 
The second major difficulty is to obtain a training dataset of good quality, which is crucial to the performances of almost 
all text classifiers. Experimental results show that our method solves these problems more reasonably and more effectively 
than existing methods. 

1.1ntroduction 

Automatic text categorization (classification) [I] is the 
task of assigning natural language texts to one or more 
pre-defined categories based on their content. The 
emergence of the Web has led to an exponential increase 
in the volume of on-line documents. Text categorization 
is increasingly important to help people find information 
from these vast resources. At the same time, text 
categorization presents huge challenges arising from 
specific characteristics of the learning task. These 
include the large number of features, feature 
dependency, multi-modality and large training sets. 

A growing number of statistical learning methods have 
been applied to this problem in recent years, including 
Bayes belief networks [2, 3], decision trees (2], support 
vector machines [ 4, 5], neural networks [6] and K-
nearest neighbor (KNN) classifiers [7, 8]. However, 
these methods all face a key difficulty, the high 
dimensionality of the feature space. The feature space 
for a text classifier consists of the unique terms - which 
may be words, phrases or strings of characters - that 
occur in training documents. It may contain tens or 
hundreds of thousands of terms for even a moderate-
sized text collection. This is prohibitively high for many 
classification algorithms, especially for some learning 
algorithms [9]. 

Many researchers have shown that similarity based 
categorization algorithms, such as KNN and centroid 
based classification, are very effective for large 
document collections (11]. A cross-experiment 
comparison [10] between 14 major categorization 
methods, including KNN, decision tree, naive Bayes, 
linear least squares fit, neural network, SWAP-1, 
Rocchio , etc., has shown that KNN is one of the top 
performers, and it performs well in scaling up to very 
large and noisy categorization problems. However, 
these effective categorization algorithms still suffer 
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disadvantages from high dimensionality that greatly 
limit their practical performance. 

Empirical and mathematical analysis [15, 16] has shown 
that finding the nearest neighbors in high-dimensional 
space is very difficult because most points in high-
dimensional space are almost equi-distant from all the 
other points. In fact, in many document data sets, only a 
relatively small number of the total features may be 
useful in categorizing documents, and using all the 
features may adversely affect performance. So 
determining how to reduce the length of document 
vectors effectively and reasonably is a challenge for 
categorization researchers. Stop words lists [26] and 
word stemming [27] are some of the earliest effort in 
this problem. In recent years, many term-weighting and 
feature-selection algorithms [2, 9, 11, 12, 13, 14] have 
been developed, to reduce the feature space without 
sacrificing categorization accuracy. However, the 
effectiveness of these algorithms heavily depends on the 
quality of training dataset. This is a major drawback for 
text classification methods, as the creation of high 
quality datasets may be very expensive. 

The performance of both the text classification 
algorithms discussed above, and of feature selection 
algorithms, depend on the quality of training dataset. 
The KNN classifier is an instance-based classifier, which 
means a training dataset of high quality is particularly 
important. An ideal training document set for each 
particular category will cover all the important terms, 
and their possible distribution in this category. 
Otherwise, a text that uses only some key words out of a 
training set may be assigned to the wrong category. In 
practice, however, establishing such a training set is 
usually infeasible. 
This paper instead uses a concept set as the feature 
space to represent the documents. We present a novel 
method for finding an appropriate concept set. It 
searches a domain-specific concept hierarchy to find a 
good concept set for a KNN text classifier. The goal of 
this approach is to overcome the above drawbacks 
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effectively and reasonably. Obviously, different pre-
defined categories have their own taxonomic standards. 
This means they use different concept levels in a 
domain-specific concept hierarchy to identify document 
content. For example, the names of different kinds of 
heart disease are key index terms to identify text content 
if each category represents a type of heart disease. 
However, if the desired categories are the 23 major 
MeSH (Medical Subject Headings [21]) disease 
categories, all these names may be mapped to the 
concept "heart disease" without any negative 
influence on the performance of the classifier,. The 
principal idea of our approach is to establish a 
hierarchical concept structure based on a domain-
specific concept ontology appropriate to a particular 
training document set, and then to search this concept 
hierarchy to find an optimum concept set to represent the 
documents. As a consequence of the effective reduction 
of the dimensionality of the vector space, using higher 
level concepts to represent documents may also be 
expected to improve the ability of the categorization 
to ge~eralize to new documents. Furthermore, when 
new terms (e.g. names of new medicines or of newly 
emergent viruses) arise in related categories, these new 
terms can be simply added to their proper positions in 
the concept hierarchy. It won't be necessary, as it is with 
existing methods, to re-train the classifier. 

This paper is structured as follows: Section 2 briefly 
introduces the notion of domain-specific concept 
ontology and UMLS knowledge resources, Section 3 
describes the process of this system, some experimental 
results and discussions are presented in Section 4, finally 
the conclusion is given in Section 5. 

2.Domain-Specific Concept Ontology 
and UMLS Knowledge Resources 

The term ontology has various meanings when it is used 
in different ways and in different disciplines. However 
computer scientists use the term ontology to describe 
formal descriptions of objects in the world, the 
properties of those objects, and the relationships among 
them. In artificial intelligence, according to Gruber [ 17], 
an ontology is a specification of a conceptualization. It 
defines the vocabulary of a domain, and constraints on 
the use of terms in the vocabulary. 

In our research, a term is a sequence of alpha-numeric 
characters which is delimited by white space or 
punctuation marks. A domain-specific concept ontology 
specifies the concepts that are used to represent 
documents. A concept represents a unit of meaningful 
information in this domain. A concept may consist of 
one or more terms. A domain ontology also specifies the 
categories attached to these concepts, and the relations 
(ISA in this paper) which exist between concepts and 
categories (Figure 1). The hierarchical concept structure, 
which we use for a particular training document set, is a 
part of a domain-specific concept ontology based on 
terms used in the training set. The process to establish 
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this structure is introduced in Section 3. 

The Unified Medical Language System (UMLS) [19], a 
set of knowledge sources developed by the US National 
Library of Medicine, can be viewed as a complete 
concept ontology for medical domains. It consists of 
three sections: a metathesaurus, a semantic network and 
a specialist lexicon; and contains information about 
medical terms and their inter-relationships. It is 
organised by concept, and 

Domain-specific Concept Ontology 

Semantic Network (Categories) 

Concepts 
·--------------------------------------
Figure 1. A Sketch of a Domain-Specific Concept Ontology 

contains over 800,000 concepts and 1.9 million entries. 
Various types of relationships between concepts are 
defined in this system. ISA is the primary relationship. 
We used this relationship to establish the hierarchical 
concept structure for a particular training set containing 
documents in the medical domain. 

3. Establishing Concept Representation 
There are four major steps to establishing a concept 
representation for documents. 
1. Map raw terms to concepts based on UMLS 
2. Establish a concept hierarchy for the training set 
3. Search the concept hierarchy to obtain the optimal 

concept set 
4. Establish a new feature model for both training and 

test documents 

3.1 Mapping Raw Terms to Concepts 
The most straightforward representation of documents 
relies on term vectors. The major drawback of this basic 
approach for document representation is the length of 
the feature vectors, usually more than 10,000 terms. In 
the application of text categorization, however, 
completely different terms may represent the same 
concepts. In some cases, terms with different concepts 
can even be replaced with a higher level concept without 
negative effect on performance of the classifier. For 
example, ANEMIA and LEUKEMIA can be replaced 
with the higher. level concept HEMATOLOGIC 
DISEASE, in many situations of text categorization, 
without loss of the classifiers' accuracy. Obviously, 
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mapping terms to concepts is an effective and reasonable 
method to reduce the dimensionality of the vector space. 

The mapping process relies on the API provided by the 
UMLS system. We use the mapping function provided 
by the UMLS query interface. We aim to find the 
'longest concept units' (LCUs) in documents. An LCU is 
an independent concept defined by a string of 
continuous terms and any other string of continuous 
terms, which contains this string, cannot define an 
independent concept. For example, consider the sentence 
AIDS is a kind of human immunodeficiency virus. 
According to the mapping algorithm defined below, we 
will get two concepts: 'AIDS' and 'HIV'. 'Human' and 
'virus' are not recorded as independent concepts, even 
though they do occur as independent concepts in the 
concept ontology. We take this approach because an 
LCU is usually more meaningful for identifying the 
content of a document. 

Term2Concept Mapping Algorithm: 

Input: a sentence consisting of n terms q, = { t~o t2, . •• , 

tn} 
a concept set C = 0 

while(q, :1: 0) 
q,tf- q, 
while(q,1 :1: 0) 

c f- mapping(q,1) 

ifc:t: Null 
then put c in C, remove q,t from q,, q,1 f- 0 

else remove t; from q,t (i = lq,11) 
loop 

loop 
return C as the concept set for this sentence 

Through this mapping process, we will obtain concept 
sets for individual documents. Each will include all 
distinct concepts and their frequency for the individual 
document. We will also obtain a shared concept set for 
the document set, which includes all distinct concepts 
from the whole document set. 

3.2 Establishing the Concept Hierarchy 
The UMLS query interface provides a parent query 
function for retrieving parents of concepts. The concept 
hierarchic structure is established by repeatedly querying 
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Figure 2. A Sample Concept Hierarchical Structure 

'parent' from shared concepts up to the root of the 
semantic network. The completed concept hierarchic 
structure is a fully-connected graph rooted at 'top_type'. 
For instance, suppose that there are only five distinct 
concepts as below occurring in a document set. 
[Mastadenovirus, AIDS, Human Immunodeficiency 
Syndrome, Alfamovirus, Dengue Virus] 
Based on this shared concept set, we will get the concept 
hierarchic structure in Figure 2. From this structure, we 
can see that several combinations of different level 
concepts can be chosen to represent documents for 
different taxonomic standards, e.g. [Virus], [DNA Virus, 
RNA Virus] and [DNA Virus, Retroviridae, 
Astroviridae]. All original concepts can be mapped to 
these higher level concepts. 

3.3 Search Concept Hierarchy 

In this paper, we use a hill-climbing algorithm to search 
the concept hierarchical structure obtained in the 
previous step to find the optimum representation (a set 
of concepts) for a particular document set. Our aim is to 
use a set of concepts to represent training documents 
which is as high in the concept hierarchy as possible 
without loss of categorization accuracy. 

First, we specify that all concept nodes, except the root 
node, have an out edge to their parent nodes. Then we 
establish a copy of the hierarchical structure for each 
document. We assign the frequency of each concept 
occurring in the document to the edge leading into the 
parent concept node. Thus the frequency for the edge 
leading out of a parent concept node is the sum of the 
edge frequencies of all child nodes. 
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The vital problem is to define an appropriate heuristic 
function for the hill climbing search algorithm. In this 
model, each document d is considered to be a vector in 
the concept-space. In its simplest form, each document 

d = (cfpcfz•···· cfn) 
is represented by the concept-frequency (CF) vector, 
where cfi is the frequency of the ith concept in the 
document. 

In order to account for documents of different lengths, 
each frequency is normalized by dividing by the 
document length. 

In the vector-space model, the similarity between 
document i and documentj is commonly measured using 
the cosine function, given by 

-+ -to d;. d j 
s .. = cos( d;, d 1 ) = - -

I} 11 d j 112 11 d j 112 
Since the document vectors are of unit length, the above 
formula simplifies to 

s ii = cos( d;, d 1 ) = d; · d 1 . 

Finally, we define the heuristic function for the hill 
climbing search algorithm as below. 

heuristic;=(!+ a-n /3) L' Dei I, Dei cDKNNi /3>0 
a ieD 

D is the set of all documents in the training set. De; is 
the set of all documents that belong to the same 
category, which contains document i, in a particular 
document set. DKNNi is the set of k nearest neighbors 
for document i in the training set. n is the 
dimensionality of feature space. u is the number of 
leaf nodes. ~ is a constant. The first part of the right 
side of the equation is a reward factor, intended to 
encourage the use of high level concepts in the feature 
set with despite a limited loss of categorization 
accuracy. We suggest that ~ is chosen less than 0.05. 
This means that the effect on heuristic value resulting 
from the reward is at most 5%. The value of k 
depends on the size of the document collection. We 
do not suggest that a large value of k is used. This is 
because a large k may result in unbalanced 
performance on different categories. In the future, a 
further study about the k value sensitivity of the 
performance of classifiers will be conducted. 

We define our bottom-up hill climbing search 
algorithm as follows. 

Initial status: current_concept_set «<> ccs = {all leaf 
nodes in concept hierarchy} 

heuristic fopt = f( «<> ccs) 
Temporal_ concept_set («<>res)= 0 

repeat 
'~>res~«<> ccs 
take a unmarked concept c e «<> res 
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find parent concept node ( cp) of c in 
concept hierarchy 
use parent Cp to replace c in «<> res 
remove all child concepts of Cp from «<> res 
f = f(«<> tcs) 
if f > fopt then «<> ccs ~ «<> teSt fopt ~ f 

else mark c in «<> ccs . 
until no unmarked c in «<> ccs 

return: «<> ccs as optimal concept set 

3. 4 Establish new Feature Model 
Based on the optimum concept set obtained from the 
previous step, we can establish a new feature model for 
training documents. For new documents, we also map 
the terms to concepts using the same process. Then we 
add all the new concepts that did not occur in the 
training set to the concept hierarchy. We can now 
establish a concept description for test documents based 
on the feature model. 

4. Experiment Setup and Results 

In this section we experimentally evaluate the effect on 
the KNN classifier of using the domain-specific concept 
hierarchy to guide feature selection. In our experiments, 
we compare the performance of our feature selection 
method against the performance achieved by a common 
KNN classifier. Also, we study the effect of the training 
set size on the performance of both approaches. 

The common KNN classification experiments used the 
RAINBOW system [18], which includes stop word 
removal, stemming and feature selection. 

4.1 Document Collection 
We chose documents from 10 journals of the MED LINE 
database [20] to form our training and test document sets 
as in table 1. Every document is labeled by the name of 
the journal that contains the document. The subjects of 
these documents are obviously independent of each 
other so they can be viewed as reasonable pre-existing 
categories. 150 documents were chosen randomly from 
each journal by people without specialized medical 
knowledge. 50 of 150 documents from each category 
were randomly chosen as test set and the remaining 1000 
formed the training set except where otherwise 
specified. For one set of experiments comparatively 
studying the effect of the training set size, we formed 
specific-size subsets by randomly choosing the same 
number of documents from each category. 
The size of the test set was never varied in the 
experiments. We used title plus abstract as the text for 
our experiments. 

4.2 Accuracy Measure 
To evaluate the trained classifier on test documents for 
each class, we defined an accuracy measure as follows. 
It is consistent with that used by RAINBOW system. 
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A correctly assigned documents ccuracy = --- =----:::...._ _____ _ 
total candidate documents 

This accuracy can be used to measure the performance 
of the classifiers on each particular category. "correctly 
assigned documents" means all documents which are 
correctly assigned to the particular category. "total 
candidate documents" means all test documents which 

should be assigned to the particular category. The 
overall performance can be measured in the same way. 
Since every document in our data set has only one 
category label, the 'recall' measure is not considered in 
our experiments. 

Journal Name Category Name Covered years 
Addiction (Abingdon, England) Addiction 1999,2000 

AIDS Care AIDS 1998,1999,2000,2001 
American Heart Journal Heart 2000,2001 

Cancer Research Cancer 1999,2000 
The British Journal of Ophthalmology Ophthalmology 2000,2001 

Burns: journal of the International Burns 2000,2001 
Society for Burn Injuries 

Bone Bone 2000,2001 
Epilepsy research Epilepsy 1999,2000,2001 

Diabetes Diabetes 1999, 2000 
Clinical and experimental dermatology Dermatology 1999,2000 

Table 1. Details of document collection 

Training Size Distinct Terms Distinct Concepts Optimum Concepts 
1,000 16,163 4,645 1,634 
750 14,046 4,034 1,540 
500 11,454 3,182 1,327 
300 8,948 2,436 942 
200 7,634 1,894 695 

Table 2. Statistical information concerning the traming set 

Category Name Term-based Original Concepts Optimum Concepts 
Addiction 100% 96% 94% 

AIDS 92% 92% 90% 
Heart 96% 92% 92% 

Cancer 96% 90% 94% 
Ophthalmology 72% 80% 84% 

Bums 58% 66% 70% 
Bone 66% 68% 74% 

Epilepsy 74% 72% 78% 
Diabetes 80% 82% 88% 

Dermatology 30% 52% 58% 
Overall 76.4% 79.0% 82.2% 

STD (Overall) 0.2162 0.1424 0.1198 
Table 3. Compartson of accuracy in default trammg set 

4.3. Document pre-processing 
By pre-processing the training documents using the two 
methods separately, we derived statistical information 
about our training set as in table 2. 

The number of distinct terms was obtained by using the 
mapping process and the number of optimum concepts 
was obtained by using the search algorithm we 
introduced above. For the heuristic function, ~ of 0.05 
and k of 5 were used. 
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As we see in table 2, even using the original concept set, 
compared with the term set, causes a significant 
reduction in dimensionality of feature space. 

4.4 Performance comparison between the two 
approaches 

In this section, we used the default training set to 
compare the effect of different feature sets on 
performance of KNN classifier. Table 3 shows the 

Spring/Summer 2001 



performance of the classifier on the 10 categories. A 
desirable classifier should have balanced performance 
for the pre-defined categories in the training set. 
Therefore, we computed the standard deviation (STD) 
for performance of the categories. It is possible that 
different values of k might be needed to achieve optimal 
performance for the different methods. For each method, 
therefore, we tried three values (5, 10, 15) of k, and the 
best results are reported in the result table. 

A number of interesting observations can be made from 
the results in this table 3. First, compared with the term-
based classifier, the overall performances achieved by 
the original concept model and the optimum concept 
model increased from 76.4% to 79% and 82.2% 
respectively, or a 3.4% and a 7.6% increase relatively 
respectively. Second, we see that our method smoothes 
the performance of the classifier on different categories. 
Compared with the term-based classifier, the values of 
STD for two concept-based classifiers have a 31.4% and 
a 44.6% relative decrease respectively. 

4.5 Effect of feature size on performance 
In this section, we apply a feature selection method to 
documents in the pre-processing of a term-based KNN 
classifier. Through this experiment, we may study the 
effect of statistics-based feature selection methods on 
performance of term-based KNN classifier using the 
default training set. The RAINBOW system provides a 
feature selection function using the information gain 
method. A comparative study on feature selection 
methods [9], including document frequency thresholding 
(OF) [9], information gain (IG) [22], mutual information 
(MI) [9, 23], "i statistic (CID) [9], and term strength 
(TS) [24, 25], shows that IG, OF and CHI have similar 
effects on performance of the classifiers and all are 
better than the other two. Therefore, the experimental 
results may, in a sense, provide information on how the 
statistics-based feature methods affect the performance 
of a KNN classifier on our dataset. 

The influence of the information gain method is 
evaluated using the overall accuracy of the classifier and 
the STD of accuracies of individual categories. Figure 3 
displays the two curves for the term-based KNN 
classifier on the default training set. 

An observation emerges from the categorization results 
of figure 3. That is, although the performance of the 
classifier in terms of overall accuracy has not 
significantly declined until 90% of distinct terms are 
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eliminated, the value of STD starts a clear increase once 
half the terms are removed. This means that we expect 
an imbalance of categorization accuracy when the 
information gain method is employed to reduce the 
dimensionality of the feature space for a KNN classifier 
on our dataset. 

4.6 Effect of training set size on performance 
A comparative experiment measuring the performance 
against the size of training set was conducted using 
training sets of different sizes listed in table 2. The 
optimum concept sets were discovered for training sets 
of different sizes. The feature selection algorithm was 
not used for this experiment because it does not improve 
the performance in terms of accuracy. Moreover, it is 
difficult to define a selection threshold for training sets 
of different sizes. The experimental results are shown in 
figure 4. 

When the size of training set increased from 200 to 
1000, the accuracy of concept-based classifier increased 
from 72.2% to 82.2%, or a 13.9% increase relatively, 
and the accuracy of term-based classifier increased from 
66.8% to 76.4%, or a 14.4% increase relatively. In 
addition to this, another interesting observation can be 
made from this figure 4. We divide this process into two 
stages. In the first stage, when the size of training set 
increased from 200 to 500, the accuracy of the concept-
based classifier increased from 72.2% to 79.8%, or a 
10.5% increase relatively, and the accuracy of the term-
based 
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Figure 4. Overall accuracy of KNN classifiers vs. 

training set size 

classifier increased from 66.8% to 72.0%, or a 7.8% 
increase relatively. In other words, in this stage, the 
gradient of the accuracy of the concept-based classifier 
is 34.6% larger than that of the term-based classifier. In 
contrast, in the second stage, when the size of training 
set increased from 500 to 1000, the gradient of the 
accuracy of the term-based classifier is 103.3% larger 
than that of the concept -based classifier. It seems to 
indicate that the accuracy of the concept-based classifier 
converges faster than term-based classifier. 

5. Discussion and Conclusion 

The Experimental results show that seeking the optimum 
concept set in a concept hierarchical structure is a highly 
viable method. It enables us to reduce the length of 
document vectors effectively and reasonably. The 
experimental results also show that this approach, 
guided by the domain ontology, effectively improves 
the accuracy of a KNN classifier. Since we have so far 
conducted experiments in only a single domain, we 
cannot yet assert that this approach is suitable for all 
types of classification algorithms and document sets. 

From the experimental results, two other impressive 
characteristics of ontology guided feature selection are 
• more balanced performance on individual categories 
• faster convergence of classification accuracy against 

the size of training set 
When Information Gain is used to reduce the 
dimensionality of a feature space, the standard deviation 
of accuracies of individual categories has a faster rate of 
increase than the rate of decrease of overall accuracy. 
One experiment is not sufficient to make a judgment that 
all statistics-based feature selection methods will lead to 
unbalanced performance on individual categories in all 
datasets. However, all statistics-based feature selection 
methods have a common feature . They involve 
searching for an optimum subset of features based on 
term-goodness criteria (e.g. information gain). Thus their 
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effectiveness depends on the quality of training set. In a 
sense, feature selection problem can be viewed as a 
special case of the feature weighting problem. No matter 
which feature selection method is applied, accurately 
assigning a score to a distinct term depends on whether 
enough information is provided by the training set. In 
most situations, the key terms for the individual 
categories of different natures are assigned scores 
distributed in a large range. Due to noise or insufficiency 
of training documents, some non-informative terms may 
be assigned high weights. Therefore, some terms 
important to identify the content of some categories are 
removed earlier than the key terms of other categories 
and even some non-informative terms. Rather than 
simply removing terms, the ontology guided feature 
selection uses the parent concept to replace child 
concepts that have the same nature, and is thus less 
affected by noise. 

KNN is an instance-based classifier. The performance 
of instance-based classifiers is more dependent on 
sufficiency of training set than that of other machine 
learning classification algorithms. KNN treats 
documents as individual points in a vector space. Each 
point is defined by a set of non-zero features of feature 
space. A smaller training set implies that more terms or 
term combinations important for content identification 
may be missing from the training documents. This will 
negatively affect the performance of a classifier. The 
domain ontology guided approach can somewhat reduce 
the negative influence of this problem. We discover the 
optimum concept set in the concept hierarchy by 
replacing child concepts with parent concepts when 
this does not adversely affect performance. Therefore 
an important term, which resides low in the concept 
hierarchy, may be mapped to a concept in the optimum 
concept set, even if this term is not included in the 
training set. 
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Abstract 

This paper investigates the approximation behaviour of the 
- c u t  based fuzzy interpolators. First, it is shown that the 
so-called KH fuzzy interpolator is a fuzzy generalization of 
a well-known and thoroughly investigated parameterized in-
terpolatory operator from approximation theory, the Shepard 
operator. Exploiting the aforementioned relationship, we es-
tablish analog results on the approximation rate of KH con-
trollers. The optimal order and class of approximation (satu-
ration problem) are determined for certain parameter values. 
Corresponding results on the MACI method, being an im-
proved version of the KH interpolator, are also provided. 

1 Introduction 

Universal approximation theorems on soft computing tech-
niques (see e.g. [2, 17] for fuzzy systems, and [4, 5] for 
neural nets) have been usually criticized due to their solely 
existential nature [6]. In the recent past, there arose an ef-
fort to give constructive proofs, or to determine the number 
of "building blocks" (antecedents or rules in fuzzy, hidden 
neurons in neural terminology) as a function of the accuracy 
(see e.g. [1, 9, 10, 18]). Naturally, to obtain such results 
one has to restrict somehow the set of continuous functions, 
usually requiring some smoothness conditions on the approx-
imated function. In approximation theory, the optimal order 
of convergence is called the saturation order, and the subset 
of continuous functions which can be approximated with the 
specified order is termed the saturation class. Hitherto, sat-
uration classes and orders have not been determined for soft 
computing techniques. 

In this paper we determine saturation order and classes for 
a-cut based fuzzy interpolators, namely for the stabilized KH 
interpolator [16], and for stabilized MACI (Modified Alpha-
Cut based Interpolation) interpolator [15]. These fuzzy in-
terpolators are the input-output functions of corresponding 
fuzzy rule based interpolation technique, having been pro-
posed to provide an inference mechanism suitable for rule 
bases containing gaps. 

•This research was supported by the Hungarian Scientific Re-
search Fund (OTKA) Grants No. 0034614, T34212 and T34233. 
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2 KH and Shepard interpolators 
The saturation problem of a-cut based interpolators is solved 
in two steps. First, it is proved that the stabilized KH in-
terpolator is, in fact, the fuzzy generalization of the Shepard 
operator. The fuzziness of the conclusion is also determined 
in terms of the fuzziness of consequent sets. This statement 
is crucial in order to exploit the results obtained for Shepard 
interpolator in the case of KH interpolator. 

Let us turn now to describe KH and Shepard interpolators. 
The original KH method was introduced in [7]. It creates 
the conclusion by means of its a-cuts based on the Extension 
Principle and the Resolution Principle. For every a value of 
the breakpoint level set, it determines the conclusion as 

(I) 

where Ai and Bi (i = 1, ... , n) denote the antecedents 
neighbouring the observation A*, and the corresponding con-
sequents fuzzy sets, respectively. C E {L, U}, where Land 
U refer to the lower and upper extreme of the a-cut. Fi-
nally, the function de : R x R ...... [0, +oo) is an appropriate 
lower/upper distance function (cf. [8]). If n = 2, the ap-
proach is termed linear interpolation. 

In [16], the stabilized version of the KH interpolation is 
introduced, when we take Ath power of the distance, where 
the exponent A is not smaller then N, the dimension of the 
antecedents: 

(>. :::=: N); (2) 

or with the formalism of approximation theory 

1 

(3) 

In [16], the universal approximation property of K~(f, x) 
was proven. From now, we mean the stabilized KH interpo-
lator (2) on the term "KH interpolator". 
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Here we note that MACI interpolator [15] tailors the con-
clusion as a finite sum of KH interpolators. Therefore, con-
sidering also the lack of space, this paper is confined to in-
vestigating the KH interpolator. 

The Shepard interpolation method was first introduced in 
[I 1] for interpolation scattered spatial measurements. Beside 
the application oriented usage of the formula, an increasing 
interest has arisen from mathematical researchers to examine 
its approximation property. In this context Shepard operator 
is defined as 

s>..(f ) = E~-o f(x;)(x- x,)--' 
n ,X ~n ( _ ·)--' , 

~i=O X x, 
A> 0, n = 1, 2 ... 

(4) 
for an arbitrary f E C[O, 1], where x; (i = 0, ... , n), in gen-
eral, denotes the nodes (measurement points) of the equidis-
tant distribution ofthe domain [0, 1). We recall that fixing the 
domain to the interval [0, 1] does not mean any restriction. 

The properties of the (4) operator was widely investigated; 
see e.g. [3, 12, 13, 14]. 

3 Main results 
As it was shown in [16], for a fixed a E (0,1) and C E 
{L, U} the input-output function of the (stabilized) KH in-
terpolator, K~(f, x) coincides with the Shepard operator. 
Therefore, we can consider the family of K~(f, x) functions 
as a generalization of the S~(f, x). 

Here, we aim at clarifying, what is the nature of this gen-
eralization, how approximated functions for various a and/or 
C values differ. It is obvious, that the family of KH functions 
tailor the same function, if all involved fuzzy sets are crisp. 
In the next, we investigate how the conclusion depends on 
the fuzziness of the antecedents and consequents. 

First, let us only assume that the modulus of continuity of 
the approximated function f: [0, I] _. R is known: 
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the two farthest point of the interpolated conclusion. The 
superscript (n) refers to the knot point system consisting of n 
points. Then 

n ~(infB;0)Cnl+w{f,n- 1 )) 
;~ d ((sup AO)Cn), (sup A;0 )Cfi) ) 

n 

?:1 d>-((supA0)Cn},(supA;o)CnJ) 
J= 

~ (inf B;o)Cn) 
i~ dX((inf A(i) (n), (inf A;o) (n)) $ ~~n,_~--~~~--~~~ 

j~ d-"((inf A0)C" },(inf A;o)Cnl ) 

n (inf B i o) (n) 

;~ d>..((sup A0)(n) , (sup A;0 )(n)) 
n 

j~ di((supA0)Cn},(supA;0 )CnJ) 

S w(f,n-1 ) 

(7) 
As n converges to zero, and the measurement points are uni-
formly distributed, the support of antecedents and observa-
tion fuzzy sets should also vanish due to the condition of their 
ordering. Therefore, the two expressions of distance become 
identical, hence the absolute value of the difference of the 
fractions vanishes. 

The obtained result means that the maximal difference 
between two operators in a family of KH interpolators is 
bounded by the modulus of continuity of the approximated 
functions, and this value can be theoretically arbitrary large. 
Observe that the result only depends on the estimated sup-

w(f,n-1
) = max if(x)- f(y)j. 

z,yE(O,l( 
llz-yii:Sn- 1 

(5) port size (6). However, it is not very reasonable to model 

Due to the uniform distribution of the measurement points 
we can estimate the difference of the adjacent points by n - 1. 

Therefore, we can estimate the support of a consequent 
fuzzy set, or in other words, its fuzziness by: 

(6) 

Note, that this is a very rough estimation. We can sharpen it 
easily under certain circumstances to be discussed later. 

Let us estimate now the difference of two K~(f. x) oper-
ators. The largest difference appears when the minimum and 
the maximum of the support are calculated. That is when 
a = 0 is fixed, and C = L and C = U, respectively. 

Let 

~n (' f B )Cn) 1 
(n) _ ~i=l m iO d>-((inf A0)Cn l ,(inf A;o)C" l ) 

KI - n 1 
Ej=1 di ((inf A0)Cnl ,(inf A;o)Cn) ) 

~n ( B· )Cn) 1 
(n) _ ~i=1 sup •0 d>-((supA0)CnJ,(supA;0 ) (n l) 

K2 - ~n 1 
~j=1 d>-((sup A(i) Cn l ,(sup A;o) C" l ) 
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a significant change in the approximated function with only 
one consequent fuzzy set. Therefore, the rough estimation of 
(6) and (7) can be improved, if we suppose that antecedents 
and consequents are fuzzy numbers modelling the measured 
input-output samples of the approximated function. In this 
case we can set the consequents' maximum support length to 
8, being e.g. the margin of error of the measuring tool: 

xp1f(supp(Bi)) 5 8. 

With analog reasoning as in (7), we can get 

lim jK(n) - K(n) j < 8. 
n-oo 1 2 -

(8) 

Based on the previous thoughts we can state the following 

Proposition 1 Under the uniform distribution of measure-
mm! points, the fuzziness of the conclusion of the stabilized 
KH interpolator is bounded by the maximumfuzziness of the 
consequent fuzzy sets, ifn, the number of measurement points 
tends to oo. 

Because of Proposition 1, the theorems for Shepard op-
erators are convertible for the KH (or MAC!) interpolators, 
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bearing in mind that all derived results have an uncertainty 
factor due to the fuzziness of the consequents. 

The approximation property and the saturation problem of 
the Shepard operator were investigated for various >. values 
in [3, 12, 13, 14]. Here we recall the theorem of Szabados 
[14], which gives a complete analysis for all>. ~ 1. When 
>. < 1, the operator does not converge for all f(x) E C[O, 1), 
so it is of no interest for our investigations. 

Theorem 1 [14] The approximation order of the operator 
S~(f,x) is 

llf(x)- S~(f, x)ll = 

Now, we can establish saturation order and class for KH 
interpolator. 

Corollary 2 The best approximation order of the KH inter-
polator K~(f, x) (1 ~ >. ~ 2) is 

{

O(n-1), 

lif(x)- K~(f, x)ll = O(n1-.x), 
O(log-1 n), 

if>.= 2, 
if! ~ >. < 2, 
if>.= 1, 

on the class ofthefunctions f(x) E Lipl, if f(x)further 
satisfies the conditions (13), and for >. = 2 (14), and fur-
thermore if the measurement points are uniformly distributed, 

{

0 (w(f,n-1)), 

O(n1-A) Jl~n r.Xw(f, t)dt, 
O(log-1 n) f1

1;n r.xw(f, t)dt, 

if>.>2 
if!<>.~ 2 
if>.=l 

(9) and the input is one dimensional. 

for any f E C[O, 1). 

From Theorem 1 it is obvious that if f(x) E Lip 1 and 
>. > 2, then the saturation order is 

llf(x)- S~(f,x)ll = O(n-1). (10) 

Analog results hold for MACI interpolators. 

4 Conclusion 
In this paper we derived optimal rate of convergence for a-
cut based fuzzy interpolators. The achieved results exploited 
the connection of Shepard and KH interpolators. We deter-
mined for >. > 2 the saturation class and order for KH in-
terpolator, and we got best approximation error estimates for 

In fact, as it is proved in [12], (1 0) holds if and only if f ( x) E 1 ~ >. ~ 2 case. 
Lip 1. Furthermore 

llf(x)- S~(f,x)!l = o(n-1 ), (11) References 
if and only if f(x) = const. Thus the saturation problem is 
completed for >. > 2. 

If>. = 2, even with f(x) E Lip 1 Theorem 1 gives only 

llf(x)- S~(f,x)ll = 0 Co!n). (12) 

This result can be improved to 0( n -l) under stronger re-
striction on f(x): 

Theorem 2 [14] If f'(x) E [0, 1) and 
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Abstract- In this paper, we show some experimental 
results of tree-adjunct grammar guided genetic 
programming [6] (TAG3P) on the symbolic regression 
problem, a benchmark problem in genetic programming. 
We compare the results with genetic programming [9] 
(GP) and grammar guided genetic programming [14] 
(GGGP). The results show that TAG3P significantly 
outperforms GP and GGGP on the target functions 
attempted in terms of probability of success. Moreover, 
TAG3P still performed well when the structural complexity 
of the target function was scaled up. Using selective 
adjunctions as search bias is also introduced. 

I. INTRODUCTION 

Tree adjunct grammar guided genetic programming [6] 
(T AG3P) is a grammar guided genetic programming 
system that uses tree adjunct grammars along with context 
free grammars as means to set bias for the evolutionary 
process. The results in [4], [5], [7] indicated that TAG3P 
works well on the symbolic regression problem. In this 
paper we experiment with GP, GGGP and TAG3P on the 
symbolic regression problem with different target 
functions to compare their performances and to observe 
how well they solve the problem when the structural 
complexity of the target function is scaled up. In addition, 
we introduce the use of selective adjunctions as mechanism 
to implement search bias for TAG3P. The organization of 
the remainder of the paper is as follow. In section 2, we 
give some basic concepts of GP, GGGP, and TAG3P. 
Section 3 describes the symbolic regression problem. 
Section 4 contains our experimental setup. The results will 
be given and discussed in section 5 and 6. Section 7 
concludes the paper and discusses some future work. 

11. BACKGROUNDS 

In this section, we briefly overview some basic 
components and operations of the three different genetic 
programming systems, namely, canonical genetic 
programming [10] (GP), grammar guided genetic 
programming [15] (GGGP) and tree adjunct grammar 
guided genetic programming [6] (TAG3P). 

Australian Journal of Intelligent Processing Systems 

11.1 Genetic Programming 
Genetic programming (GP) can be classified as an 
evolutionary algorithm, in which computer programs are 
the evolutionary targets. An early definition, model, 
techniques and problems of genetic programming can be 
found in [10]. For a good survey of genetic programming, 
[1] is recommended. A basic genetic programming system 
consists of five basic components [10]: representation for 
programs (called genome structure), a procedure to 
initialize a population of programs, a fitness to evaluate the 
performance of the program, genetic operators, and 
parameters. In [10], the structure of programs is the 
structured tree of S-expressions; fitness of a program is 
evaluated by its performance; main genetic operators are 
reproduction, crossover, and mutation. Reproduction 
means some programs are copied to the next generation 
based on their fitness, crossover can be carried out 
between two tree-based programs by swapping two of their 
sub-trees, 1 and a tree-based program can be mutated by 
replacing one of its sub-trees by a randomly generated tree. 
Parameters are population size, maximum number of 
generations and probabilities for genetic operators. The 
evolutionary process is as follows. At the beginning, a 
population of tree-based programs is randomly generated. 
Then, the new population is created by applying genetic 
operators to the individuals chosen from the existing 
population based on their fitness. This process is repeated 
until the desired criteria are satisfied or the number of 
generations exceeds the maximum number of generation. 
GP has been used successfully in generating computer 
programs for solving a number of problems in a wide 
range of areas [ 1]. 

11.2 Grammar Guided Genetic Programming 
Grammar guided genetic programming systems are 

genetic programming systems that use grammars to set 
syntactical constraints on programs. The use of grammars 
also helps these genetic programming systems to 

1 The ideas of using tree-based representation of chromosomes 
and swapping sub-trees as crossover operator was first introduced 
in [2]. 
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overcome the closure requirement in canonical genetic 
programming, which cannot always be fulfilled [15]. 

Using grammars to set syntactical constraints was frrst 
introduced by Whigham [15] where context-free grammars 
were used. We shall refer Whigham's system as GGGP for 
the rest of the paper. Basically, GGGP has the same 
components and operations as in GP; however, there are a 
number of significant differences between the two 
systems. In GGGP, a program is represented as its 
derivation tree in the context free grammar. Crossover 
between two programs can only be carried out by 
swapping their two sub-derivation trees that start with the 
inner nodes labelled by the same non-terminal symbol in 
the grammar. In mutation, a sub-derivation tree is replaced 
by a randomly generated sub-derivation tree that is derived 
from the same non-terminal symbol. GGGP demonstrated 
positive results on the 6-multiplexer problem and 
subsequently on a wide range of other problems. 

11. 3 Tree Adjunct Grammar Guided Genetic 
Programming 

Tree adjunct grammar guided genetic programming [6] 
(T AG3P) uses tree adjunct grammars along with context 
free grammars to set syntactical constraints as well as 
search bias for the evolution of programs. In this 
subsection we will first give the basic concepts of tree 
adjunct grammars then the basic components ofTAG3P. 

11.3.1 Tree Adjunct Grammars 

Tree-adjunct grammars are tree-rewriting systems, 
defined in [8) as follows: 

Definition 1: a tree-adjunct grammar comprises of 5-
tuple (T, V, I, A, S), where T is a finite set of terminal 
symbols; V is a finite set of non-terminal symbols (T n V 
= 0); S e V is a distinguished symbol called the start 
symbol. I is a set of trees called initial trees. An initial tree 
is defined as follows: the root node is S; all interior nodes 
are labelled by non-terminal symbols; each node on the 
frontier is labelled by a terminal symbol. A is a finite set of 
trees called auxiliary trees, which can be defined as 
follows: internal nodes are labelled by non-terminal 
symbols; a node on the frontier is labelled by a terminal or 
non-terminal symbol; there is a special non-terminal node 
on the frontier called the foot node. The foot node must be 
labelled by the same (non-terminal) symbol as the root 
node of the tree. We will follow the convention in [8] to 
mark the foot node with an asterisk (*). 

The trees in E= I u A are called elementary trees. Initial 
trees and auxiliary trees are denoted a and ~respectively; 
and a node labelled by a non-terminal (resp. terminal) 
symbol is sometime called a non-terminal (resp. terminal) 
node. An elementary tree is called X-type if its root is 
labelled by the non-terminal symbol X. 

The key operation used with tree-adjunct grammars is 
the adjunction of trees. Adjunction can build a new 
(derived) tree y from an auxiliary tree ~ and a tree a 
(initial, auxiliary or derived). If a tree a has a non-terminal 
node labelled A, and ~ is an A-type tree then the 
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adjunction of 13 into a to produce y is as follows. Firstly, 
the sub-tree a 1 rooted at A is temporarily disconnected 
from a. Next, ~ is attached to a to replace this sub-tree. 
Finally, at is attached back to the foot node of~- y is the 
final derived tree achieved from this process. Adjunction is 
illustrated in Figure 1. 

The tree set of a TAG can be defined as follows [7]: 
To= {all tree t I t is completed and t is derived from 

some initial trees} 
A tree t is completed, if t is an initial tree or all of the 

leaf nodes of t are non-terminal nodes; and a tree t is said 
to be derived from a TAG G if and only if t results from an 
adjunction sequence (the derivation sequence) of the form: 
a l3t(at) !h(az) ... ~0(a0) , where n is an arbitrary integer, a, 
~; (i=l,2 .. n) are initial and auxiliary trees of G and a; 
(i=1,2 .. n) are node address where adjunctions take place. 
An adjunction sequence may be denoted as (*). The 
language Lo generated by a TAG is then defined as the set 
of yields of all trees in T 0 • 

Lo= {we T* I w is the yield of some tree t e To} 

The set of languages generated by TAGs (called TAL) is 
a superset of context-free languages; and is properly 
included in indexed languages [9]. More properties of 
TAL can be found in [9]. One special class of tree-adjunct 
grammars (TAGs) is lexicalized tree-adjunct grammars 
(LTAG) where each elementary tree of a LTAG must have 
at least one terminal node. It has been proved that for any 
context-free grammar G, there exists a LTAG Gtcx that 
generates the same language and tree set with G (G1ex is 
then said to strongly lexicalize G) [9]. 

Figure 1. Adjunction. 

11.3.2 Tree Adjunct Grammar Guided Genetic 
Programming 

In [6], we proposed a grammar guided genetic 
programming system called TAG3P, which uses a pairs 
consisting of a context-free grammar G and its 
corresponding LTAG G1ex to guide the evolutionary 
process. The main idea of T AG3P is to evolve the 
derivation sequence in G1cx (genotype) rather than evolve 
the derivation tree in G as in [14]. Therefore, it creates a 
genotype-to-phenotype map. As in GP [9], T AG3P 
comprises ofthe following five main components: 
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Program representation: a modified version of the 
linear derivation sequence (*), but the adjoining address of 
the tree ~i is in the tree ~i-t· Thus, the genome structure in 
TAG3P is linear and length-variant. Although the language 
and the tree set generated by LTAGs with the modified 
derivation sequence is yet to be determined, we have found 
pairs of G and Gtex conforming to that derivation form for 
a number of standard problems in genetic programming 
[4], [5], [7]. 

Initialization procedure: a procedure for initializing a 
population is given in [6]. To initialize an individual, 
TAG3P starts with selecting a length at random; next, it 
picks up randomly an a tree of Gtex then a random 
sequence of J3 trees and adjoining addresses. It has been 
proved that this procedure can always generate legal 
genomes of arbitrary and finite lengths [6]. 

Fitness Evaluation: the same as in canonical genetic 
programming [10]. 

Genetic operators: in [6], we proposed two types of 
crossover operators, namely one-point and two-point 
crossover, and three mutation operators, which are 
replacement, insertion and deletion. The crossover 
operators in TAG3P are similar to those in genetic 
algorithms; however, the crossover point(s) is chosen 
carefully so that only legal genomes are produced. In 
replacement, a gene is picked up at random and replaced 
by another one so that the resultant genome is still valid. In 
insertion and deletion, a gene is inserted into or deleted 
from the genome respectively. With these carefully 
designed operators, TAG3P is guaranteed to produce only 
legal genomes. Selection in T AG3P is similar to canonical 
genetic programming and other grammar-guided genetic 
programming systems. Currently, reproduction is not 
employed by T AG3P. 

Parameters: minimum length of genomes, 
MIN_LENGTH, maximum length of genomes 
MAX_LENGTH, size of population - POP _SIZE, 
maximum number of generations - MAX_ GEN and 
probabilities for genetic operators. 

Some analysis of the advantages of T AG3P can be 
found in [4]-[6]. 

11.4 Other Grammar Guided Genetic 
Programming Systems 

Wong and Leung [16] used logic grammars to combine 
inductive logic programming and genetic programming. 
They have succeeded in incorporating domain knowledge 
into logic grammars to guide the evolutionary process of 
logic programs. 

Ryan and his eo-workers [14] proposed a system called 
grammatical evolution (GE), which can evolve programs 
in any language, provided that this language can be 
described by a context-free grammar. Their system differs 
from Whigham's system in that it does not evolve 
derivation trees directly. Instead, genomes in GE are 
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binary strings representing eight-bit numbers; each number 
is used to make the choice of the production rule for the 
non-terminal symbol being processed. GE has been shown 
to outperform canonical GP on a number of problems [ 1 0]. 

Ill. THE SYMBOLIC REGRESSION 
PROBLEM 

The symbolic regression problem can be stated as 
finding a function in symbolic form that fits a given finite 
sample of data [10]. In [10], the problem is restricted to 
finding a function of one independent variable. As in [9], 
the function set for GP in this paper is { +, -, *, I, sin, cos, 
Log, Exp}, and the terminal set is {X} . The problem space 
for GGGP and TAG3P can be described by a finitely 
ambiguous context-free grammar G and the corresponding 
lexicalized tree-adjunct grammar G1.xas follows [4]. 

The context-free grammar for the symbolic regression 
problem: G = (N={EXP, PRE, OP, VAR,},T= {X, sin, cos, 
log, ep, +, -, *, I, (, )},P,{EXP}} where ep is the 
exponential function, and the rule set P={EXP~EXP OP 
EXP, EXP~PRE (EXP), EXP~VAR, OP--H, OP~-, 
OP~*. OP~I. PRE~ in, PRE~cos, PRE~log, 

PRE~ep, VAR~X}. 

The tree adjunct grammar for the symbolic regression 
problem: Gtex= {N={EXP, PRE, OP,VAR},T={X, sin, cos, 
log, ep,+, -,*,I,(,)}, I, A) where Iu A is as in Figure 2. 

Pu: E~ 

PRE (EXP*) 
I 

ep 

~ll:~ 
PRE (EXP* l 

~g 
Figure 2. Elementary trees for Gtex· 

A variation of the simple symbolic regression above is 
known as the trigonometric identities problem [9], where 
the basic trigonometric function of the target function does 
not appear in the function set. We will follow [9] in setting 
the function set for GP is { +, -, *, I, sin}, and the terminal 
set is {X, 1.0}. The target function is cos(2X) as in [9]. 
The context free grammar G and its corresponding LTAG 
Gtex for GGGP and TAG3P are as follows [5]. 
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The context-free grammar for the problem of finding 
trigonometric identities: G = (N, T, P, {EXP}). Where 
N={EXP, PRE, OP, VAR, NUM} is the set of non-
terminal symbols; T= {X, sin, +, -, *, /, (,}, 1.0}, P, 
{EXP}) is the set of terminal symbols; EXP is the start 
symbol; and the rule set P={EXP~EXP OP EXP, EXP~ 
PRE(EXP), EXP~VAR, EXP~ NUM, OP~ +, OP~ -, 
OP~ *, OP~/, PRE~ sin, VAR~ X, NUM~ 1.0}. 

The tree-adjunct grammar for the problem of finding 
trigonometric identities G1ex= (N, T, I, A). Where 
N={EXP, PRE, OP, VAR, NUM} is the set of non-
terminal symbols; T={ X, sin,+,-, *, /, (, }, 1.0} is the set 
of terminal symbols; and I and A are the sets of initial and 
auxiliary trees respectively. The set of the elementary 
trees I u A is as in Figure 3. 

IV. EXPERIMENTAL DESIGN 
Five experiments were conducted. In the first four 

experiments, we tried all three systems on the symbolic 
regression problem with four different tarfet functions 
namely, F,=X2+X, F2=X3+X2+X, F3=~+X +X2+X, and 
F4=X5+~+X3+X2+X. 

The aim of the experiments was not only to compare the 
abilities of GP, GGGP and TAG3P in inducing the target 
function from the sampled data but also to observe their 
efficiency when the structural complexity of the target 
function was increased. It should be noted that each Fi 
above (i=2,3,4) can be represented as Fi.1*X+X. 

a1: EfP ~: EfP ~9: ~ 

V AR NUM PRE ( EXP*) 
I I I 
X 1.0 sin 

~10: EXP ~u : EXP ~12: EXP ~ 13 : EXP 
~/f'...~~ 

EXP OP EXP* EXP OP EXP* EXP OP EXP* EXP OP EXP* 
I 1 I I I I I I 
~+ ,M- NyM· Nr' 

1.0 1.0 1.0 1.0 

~14: EXP ~1s: EXP ~~6~ ~11: EXP 

Ex;:1;;EXP EX~XP EXP* OP EXP EXP~XP 
I I I I I I I I 
+ NUM - NUM * NUM I NUM 

I I I I 
1.0 1.0 1.0 1.0 

Figure3. Elementary trees for G1ex the ~~-~8 are the same 
as the ~~-~8 in Figure 2. 

In the fifth experiment, all three systems were 
experimented on the trigonometric identities problem with 
cos(2X) as the target function. The aim was to derive the 
three alternative identities, namely, 1-2sin2(X), 
sin(2X+7t12) and sin(7t/2-2X) while the cos function is not 
presented in the grammars. Table 1 summarises the 
experimental design for the three systems. 

V. RESULTS 
In each experiment, 150 runs were conducted; 50 runs for 
each system. During these runs GP, GGGP and TAG3P 
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used the same data set. The number of successful runs for 
each system is summarised in table 2.1n the frrst 
experiment, all systems discovered the exact solution 
almost all the time. One of the reasons for this success is 
that the structural complexity of the target function is 
small. Figure 4 depicts their cumulative frequencies. GP 
and TAG3P found the solution at quite early generations 
whereas GGGP found the solution somewhat later. 

The cumulative frequencies in the second experiment 
were shown in Figure 5. The efficiency of TAG3P was 
maintained when the target function was changed from F1 
to F2. In contrast, the probability of success for GP and 
GGGP decreased dramatically. In this experiment, GGGP 
slightly outperformed GP. 

Figure 6 shows the cumulative frequencies of all three 
systems for target function F3 in the third experiment. 

Once again, there was a big fall in the probability of 
success of GP and GGGP where the target function was 
made slightly more complex in structure. On the contrary, 
T AG3P still handled the increase in the structural 

I . fth fu complextty o e target nction. 
Objective Find a function of one independent 

variable and one dependant 
variable that fits a given sample of 
20 (xi> Yi) data points, where the 
target functions are F1-F.,, cos(2X). 

Terminal Operands X (the independent variable) in 
experiments 1 to 4; {X, 1.0} in 
experiment 5. 

Terminal Operators The binary operators are +,-, *,/. 
The unary operators are sin, cos, 
exp and log in experiment 1 to 4; 
and it is only sin in experiment 5. 

Fitness Cases The sample of 20 points in the 
interval [-1..+1] in experiments 1 
to 4, and in the interval [0 .. 21t] in 
experiment 5. 

Raw fitness The sum, taken over 20 fitness 
cases, of the errors. 

Standardized Same as raw fitness. 
Fitness 
Hits The number of fitness cases for 

which the error less than 0.01. 
Genetic Operators Tournament selection, one-point 

crossover and gene replacement for 
TAG3P. Tournament selection, 
normal crossovers and mutations 
for GP and GGGP. 

Parameters The crossover probability for GP, 
GGGP, TAG3P is 0.9. The 
mutation probability for GP and 
GGGP IS 0.1. Replacement 
probability for TAG3P is 0.01 for 
experiments 1 to 4 and 0.05 for 
experiment 5. Tournament size is 
3. MAX_GEN is 30 in 
experiments 1 to 4 and 200 m 
experiment 5. POP SIZE=SOO. 

Success predicate An individual scores 20 hits. 

Tablel . Experimental setups for GP, GGGP and TAGJP. 
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Target functions GP GGGP TAG3P 
Fl 47(94%) 46(92%) 50(100%) 
F2 30(60%) 32(64%) 50(100%) 
F3 21(42%) 24(48%) 48(96%) 
F4 9(18%) 14(28%) 42(84%) 
Cos(2x) Q_(O%) 10(20%)_ 18(36o/cl_ 

Table2. Number of successful runs for three systems in five experiments. 

The cumulative frequencies for function F4 are recorded 
in Figure 7. The results confirm those for F3: TAG3P 
significantly outperformed GP and GGGP and still worked 
well when the target function was once again made more 
complex in terms of structural complexity. 

Figure 8 depicts the fitness of the best individuals and 
average fitness (scaled down by the Log10 function) at 
each generation of the whole population at one sample run 
ofTAG3P for experiment 3. 

In the last experiment, we tried all three systems on 
the trigonometric identities problem. The target function 
was cos (2X). This target function is harder to induce than 
in the last four experiments because the function cos was 
excluded from the function set in this experiment. 
Consequently, the number of successful runs for GP, 
GGGP and TAG3P were lower. Figure 9 depicts the 
cumulative frequencies of the three systems 

90 

BD 

5 ID 15 
Generation 

2!1 

Figure 4. Cumulative frequencies of GP, GGGP and 
T AG3P in experiment 1, where the target function is 

X2+X. 
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Figure 5. Cumulative frequencies of GP, GGGP and 
TAG3P in experiment 2, where the target function is 

X3+X2+X. 
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Figure 6. Cumulative frequencies of GP, GGGP and 
TAG3P in experiment 3, where the target function is 

~+X3+X2+X. 
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Figure 7. Cumulative frequencies of GP, GGGP and 
TAG3P in experiment 4, where the target function is 

Xs+~+X3+Xz+X. 
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Figure 8. The best and average fitness in each generation 
of one successful run, which stopped at generation 14 
finding the target function (F3) (the dotted line is the 
average fitness in each generation scaled down by the 

Log10 function). 

eo 100 120 140 1so 1eo 200 
Generation 

Figure 9. Cumulative frequencies of GP, GGGP and 
TAG3P in experiment 5; The target function: cos(2X). 

While GP failed to find any solution, GGGP and 
TAG3P discovered all the three alternative representations 
of the cos(2X) function mentioned in the previous section. 
For GGGP, 1 out of 10 successful runs discovered the 
exact representation 1-2sin2(X), and the rest found 
approximate representations of sin(2X+7tl2) and sin(7t/2-
2X). Here we consider a function F as an approximate 
representation of the two above functions if it is of the 
form cos (2X+A) or cos (A-2X) (where A is a constant 
close to 7tl2) it scores all 20 hits, and its raw fitness is 
smaller than 0.02. Of the 18 successful runs for TAG3P, 
the numbers of exact and approximate representations 
found were 2 and 16 respectively. 

The reason for the presence of approximate solutions is 
that the systems must evolve a constant that is approximate 
to 7t/2 from the only constant at hand (1.0). Here are some 
examples of such evolvable constants found by TAG3P: 
1 +sin( sin( sin( sin( sin( sin( 1/sin( sin( sin( sin( sin( sin( sin( sin( 1) 
)))))))))))))=1.570727, 1+ sin(sin(sin(sin(sin(sin(sin(sin 
(sin(sin(l+ 1))))+ 1)+ 1)))))=1.570812, 1+ 1/(1 +1/(1 + 1/ (1+ 
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(1+1)))) =llnzl.571492. Interestingly, the last way was 
exactly what the authors were told in primary schools 
about how to approximate the constant rr12. 

Figures 10 and 11 depict, by generation, the 
standardized fitness of best-of-generation individuals and 
the average fitness of the population (which is vertically 
scaled by the LoglO function) of two successful runs of 
TAG3P. The frrst (Figure 10) stoped at generation 72 and 
found the exact solution 1-2sin2(x). The second (Figure 
11) stopped at generation 54 and found function: 
sin(sin(sin(sin(sin(sin(sin(l/sin( I)))))))+ l-2x),.,sin(l.57383 
-2x) "" sin(7tl2 - 2x). It is noted that reproduction and 
elitism are currently not used in TAG3P. 

• , I J l 
' • 1r i J 

: JlW.~~.JU~l 
0~~~~~~--~--~~~--~L-~ 
o ro ~ ~ 40 ~ ro ro oo 

Generation· 

Figure 10. Best and average standardized fitness in one 
run that found the exact solution. 

Figure 11. Best and average standardized fitness in one 
run that found an approximate solution 

VI. DISCUSSION 

One of the reasons for the good performance of T AG3P 
on the above problems lies with the superior capability of 
TAG3P in preserving and combining building blocks [4], 
[5]. Building blocks [12], [13] are sub-trees, which are not 
completed. Functionally, they can be viewed as some 
potential modules. 
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For example, the atomic building blocks for the target 
functions in the first four experiments could be X+t and 
X*t, where t is a parameter representing the incomplete 
portion of the tree, which are exactly ~ 1 and ~3 in Figure 2 
[4]. During the evolutionary process, these building blocks 
are preserved and combined to make even better building 
blocks. For instance, if ~it l33 and 133 are brought together in 
a chromosome then the corresponding blocks in the 
phenotype space will be X+X2+t after adjunction takes 
place. 

In the last experiments, the atomic building blocks in 
TAG3P were found in [5] as sin(2x+1+ t), 
sin(2x+sin(l/sin(1) + t), sin(2x+1+llsin(l)+ t), sin(l-2x+ 
t), sin(sin(l/sin(l))-2x+ t), and sin(l/sin(l)+l-2x + t), 
which result from short sequences of some beta trees in 
Figure 3. Figure 12 show how some of them (with t=O) 
approximate the target function. 

Figure 12. Some building blocks. 

The tendency towards the approximate solutions ( 16/18 
successful runs by TAG3P and 9/10 successful runs by 
GGGP) is also caused be the nature of the search space. As 
pointed out in [5], the exact solution (1-2sin2(x)) is like a 
needle in a haystack surrounded by highly unfit 
expressions. Therefore, it does not accept any building 
blocks. This conjecture can be partially proved based on 
the results of the runs that found the exact solutions. In 
Figure 10, the fitness of the best individual at each 
generation indicates that in the first 70 generations the 
population had been spread on quite flat region of the 
search space before accidentally encountered the exact 
solution. Figure 13 also shows some expressions that are 
very 'near' to l-2sin2(x) in the search space but very poor 
in fitness. 

In contrast, the approximate solutions have building 
blocks as the constant 1C/2 needs to be evolved. One can 
see some similar patterns appear in the evolved constants 
showed in the previous subsection. Consequently, the two 
approximate solutions acts as the attractors in the 
representation space. 
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Figure 13. Some expressions similar to l-2sin2(x) but poor 
in fitness. 

V.1. Bias towards the exact solution with 
selective adjunctions 

In order to bias the population towards to the exact 
solution, we use selective adjunctions with G1ex· TAGs 
with constraints (Joshi et al. 1975) are extended versions 
of TAGs whereby each node in an elementary tree is 
associated with a list to determine which beta tree is 
allowed to be adjoined into that node. There are three 
common types of constraints in literature, namely, 
selective adjunction (SA), obligatory adjunction (OA), and 
null adjunction (NA) (Joshi et al. 1975). If a node is 
marked with SA then only the pre-specified beta trees in 
the list attached to this node is allowed to adjoined into 
that place. In the case the list is null (it means that no beta 
tree can be adjoined into that node) we have null 
adjunction (NA) on that node. Obligatory adjunction (OA) 
on a node means that it must be adjoined into by some pre-
specified beta trees. 

As discussed above, TAG3P tends to converge 
towards the approximate solutions by replicating and 
combining some certain building blocks. Consequently, if 
we want the population do not progress towards the two 
attractors (approximate solutions), these building blocks 
must not be evolved. To do this we set SA constraints on 
the root nodes of all the beta trees in Figure 3 so that 131 is 
excluded from the list of the beta trees that can be adjoined 
into these nodes. The effect is that the expression sin (x+t) 
cannot be evolved. 

We conducted 50 runs with similar parameter settings 
and the result was 9/50 runs (18%) converged to the exact 
solution and no approximate solutions were found. This 
result confirms the previous discussion and indicates a 
potential search bias in T AG3P for further research. 
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VI. CONCLUSION & FUTURE WORK 
In this paper, we have empirically shown that, with all 

the target functions attempted, T AG3P outperforms GP 
and GGGP significantly on the symbolic regression and its 
slightly modified version, namely, trigonometric identities. 
The results also show that the performance of T AG3P 
compared to GP and GGGP scales better as the structural 
complexity of the target function is increased. We have 
also showed that using selective adjunction can be useful 
and effective mechanism for search bias in T AG3P. 

In future, we will investigate more thoroughly the use of 
selective adjunctions as search bias for TAG3P. 
Theoretical aspects of TAG3P will also be of our interest 

The current version of TAG3P uses a restricted (linear) 
form of the derivation sequence, which is sufficient for 
many context-free languages, but not all. We are currently 
developing a TAG-based GP system with the most general 
form of derivation sequence so as to make TAG3P 
universal for problems with a context-free search space. 
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Abstract 

This paper proposes a modification of a traditional 
genetic algorithm (GA) that allows it to successfully 
explore a large search space of a combinatorial problem. 
As an example, a maintenance scheduling problem in a 
power generation system is examined. Due to the large 
number of parameters, it proved difficult to reach an 
optimal solution using a traditional genetic algorithm 
(GA). In order to improve the GA performance, the 
problem was divided into several layers, each layer 
representing a part of the initial problem. Each GA layer 
was used to build sub-schedules, satisfying specified 
criteria. The sub-schedules were then used as single 
genes to build up a complete schedule. 

1 INTRODUCTION 
Genetic algorithms (GAs), first introduced by Holland 
[1], belong to a group of optimisation techniques known 
as evolutionary computation [2,3,4]. They are based on 
the principles of natural evolution: selection and survival 
of the fittest by passing valuable genetic information 
down to succeeding generations [5]. 

Unlike some traditional optimisation techniques that try 
to improve a single solution at a time, GAs operate on a 
randomly initialised population of potential solutions to 
a problem. The members of the population are called 
individuals and are often represented by strings of 
parameters known as chromosomes. The parameters 
contained in a chromosome are called genes, each of 
them characterising some feature of a possible solution. 

While searching a problem's domain for an optimal 
solution, GAs introduce a performance measure so that 
all individuals in the population can be evaluated and 
assigned a fitness value, usually depending on the 
objective value of the function optimised. Then the best 
performing individuals are selected for breeding. During 
breeding, the corresponding chromosomes are modified 
in a specified way that may lead to better chromosomes-
solutions. 
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For chromosome modification GAs use recombination 
and mutation operators, traditionally with emphasis on 
the former. Recombination is usually performed by a 
crossover operator, which swaps parts of two 
chromosomes [5]. A mutation operator is used to 
introduce variety into the population and to prevent fast 
convergence to a local optimum by making random 
changes at the gene level. In traditional GA, mutation is 
considered secondary to the crossover operator and has a 
relatively small probability [6]. 

After crossover and mutation new individuals evolve 
with features from both parents. After a sufficient 
number of generations a population is obtained with 
individuals approaching the desired optimum. 

GAs are often described as algorithms processing 
schemata, that is relatively short sub-strings. The 
fundamental Schema Theorem [1] states that if a sub-
string proves to represent some important solution's 
features, the number of such sub-strings in the 
population increases over generations. Given sufficient 
number of generations, a traditional Holland's GA is 
guaranteed to find an optimal solution of a non-
deceptive problem [7]. 

Goldberg in [6] generalised the Schema Theorem, 
formulating the building block hypothesis as following: 
" ... a genetic algorithm seeks near optimal performance 
through the juxtaposition of short, ... ,high-performance 
schemata, or building blocks". Though the hypothesis 
has not been strictly proven and not even strictly 
defined, it reflects the idea behind GAs, that is, if good 
features (building blocks) from two or more good 
individuals are combined, it may be possible to obtain 
even better offspring. The hypothesis explains the 
success of practical GA applications, though very few of 
them use the binary representation and the traditional 
operators of the original Holland's GA. 
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Though GAs became a popular optimisation tool, when 
trying to find a solution to a real life problem with 
multiple parameters, GAs can get stuck in a local 
optimum and often need a considerable amount of 
generations to reach a near optimal. They can, therefore, 
be very slow and less effective than would have been 
expected from the trial runs on a similar problem of 
smaller size. That is why in recent years there has been a 
considerable amount of research devoted to finding new 
GA techniques that would allow for effective 
exploration of a large search space [8,9]. 

This paper suggests a modification of a traditional GA 
which is suitable for some real life optimisation 
problems. As an example, the problem of maintenance 
scheduling for a power generation system is examined. 
The modified GA performs considerably better than the 
traditional one, providing a successful search in the 
problem's space. 

2 PROBLEM SPECIFICATION 

Power system components should be regularly 
maintained so that they remain in working condition 
during the entire period of their life. However, any 
outage in a power system is associated with some loss of 
power production, compromising the overall security of 
the system. The purpose of maintenance scheduling is to 
find a timetable for maintenance outages of power units 
in the system over a given period of time (usually a 
year). This period is then divided into smaller time 
intervals, such as months, fortnights or weeks. The 
schedule is expected to provide the maximum level of 
efficiency and reliability in the power system [10,11]. 

Let a power system consist of N generating units with 
capacities Ci, j = 1, ... , N. The installed capacity of the 

N 

system is the sum of all such capacities, S = '2, Ci . If 
i=l 

we know the predicted maximum load for each week of 
the year, P;. (/=1, ... ,52); the gross reserve in this week 
is 

G. =S-P 
l l 

(1) 

Suppose, that each unit should be maintained once a 
year for a given number of weeks, Mi. Then the system 
nettreserve for a week is defined as the total installed 
generating capacity of the system minus the generation 
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loss due to a pre-scheduled outage and minus the 
maximum load predicted for the week, or, in other 
terms, gross reserve minus the generation loss due to a 
pre-scheduled outage. 

The level of the system security is represented by the 
minimum of the nett reserve at any week. Thus the 
problem is described as following: 

Maximise (min{R;, i = 1, ... ,52}) (2) 
where 

N N 

R, = s -P,- I:c1x, = c,- "I:cjx. (3) 

N - number of units, 
S - the system's capacity, 
Cr capacity of unit j, 
.f}- predicted load for the week i, 
X ij = 1, if maintenance is performed on unit j in interval 
i , and 0, otherwise. 

The constraints for this problem are as follows: 
(a) Aggregated capacity of the units running at any 

week should be no less than the predicted load at 
that week, that is 

N 

"Lc,xu ~~. foranyi=1, ... ,T (4) 
/=1 

(b) Maintenance of any unit starts at the beginning of a 
week and finishes at the end of the same or adjacent 
week. The maintenance cannot be aborted or 
finished earlier than scheduled. 

In the problem examined in this paper the data from the 
Hungarian Power System is used [10]. The system 
consists of 43 units, which are to be scheduled for 
maintenance during a 52 week period. Examples of the 
actual data used are given in Table I. 

3 TRADITIONAL GA APPROACH 
3.1 Representing the problem domain 

forGA 

Scheduling represents a very important class of 
problems which usually involves substantial amount of 
computation [8,12,13]. From a mathematical point of 
view they can be considered as combinatorial problems 
and are often successfully solved with the help of GAs. 
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#of weeks #of weeks #of weeks 
Unit# Unit capacity required Unit# Unit C!Ml_acity required Unit # Unit c~paclty required 

1 150 (MW) 3 16 100 (MW) 4 31 30 (MW) 3 
2 150 (MW) 3 17 100 (MW) 4 32 30 (MW) 3 
3 150 (MW) 3 18 200 (MW) 4 33 20 (MW) 2 
4 210 (MW) 4 19 200 (MW) 4 34 80 (MW) 1 
5 210 (MW) 4 20 210 (MW) 4 35 80 (MW) 1 
6 210 (MW) 4 21 100 (MW) 5 36 130 (MW) 3 
7 210 (MW) 4 22 50 (MW) 4 37 460 (MW) 8 
8 210 (MW) 4 23 60 (MW) 4 38 460 (MW) 11 
9 210 (MW) 4 24 60 (MW) 4 39 460 (MW) 6 
10 230 (MW) 8 25 60 (MW) 4 40 460 (MW) 4 
11 160 (MW) 2 26 30 (MW) 7 41 120 (MW) 1 
12 210 (MW) 4 27 30 (MW) 7 42 120 (MW) 1 
13 210 (MW) 4 28 60 (MW) 7 43 170 (MW) 1 
14 210 (MW) 4 29 60 (MW) 7 
15 210 (MW) 4 30 30 (MW) 3 

Table I. Unit data used in the example 

As mentioned above, a possible solution for a scheduling 
problem is represented as a chromosome consisting of 
several genes. In this paper a direct representation was 
chosen for the problem, where each chromosome 
represents a complete maintenance schedule with genes 
defining the beginning of the maintenance outage of 
individual units. 

In this example, a single chromosome consists of 43 
genes and completely describes a possible solution to the 
problem. That is, a chromosome a = ( a1 , a 2 , ... , aN ) is 
built from genes being taken from a set of allowed 
values, ai e Ai, defined as following: 

Ai ={1,2, ... ,52-Mi +1}, (5) 
where M i is the number of maintenance intervals 
required for the corresponding unit j, j = 1, 2, ... , 43 

When building chromosomes, the gene value is taken 
from the corresponding allowed range Ai. Thus, a 
combination of traditional genetic operators, crossover 
and mutation, will always produce chromosomes with 
genes from the same sets. Crossover will cut parent 
chromosomes at a crossover point and exchange the 
genes after the cut so that each gene will still have an 
allowed value. Mutation simply changes a gene's value 
for another from the corresponding allowed range. This 
ensures that the resulting chromosomes will consist only 
of legal genes. 

3.2 Fitness function for chromosome 
evaluation 

To evaluate chromosomes according to their 
performance, a fitness function should be defined based 
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on the objective function value [2,12,14]. Since each 
chromosome represents a maintenance schedule, the 
fitness function F, for chromosome k could represent 
the minimum of the nett reserves at any time: 

F'._ = min{R1, i = 1, ... ,52} 
where Ri is given by Eq. (3). 

(6) 

If the nett reserve is positive at any time, the 
chromosome satisfies the requirements of Eq. (4). On 
the other hand, if the nett reserve at some point is 
negative, the schedule is illegal, although built from 
legal genes, and the fitness is set to zero. Then the 
above equation becomes 

F = , {Fk, if Fk > 0, 
t 0, otherwise 

{7) 

3.3 GA parameters 

Parameters for a GA depend on the problem being 
solved. The algorithm is more likely to reach a good 
solution within an acceptable time frame if there is 
variety in the chromosome pool, which only a large 
population could provide [2,15]. On the other hand, the 
larger the population, the slower the GA works and 
therefore computer and software limitations have to be 
taken into account. For the latter reason, the largest 
population we consider here is 300 individuals. 

One of the popular ways to improve GA performance is 
to use an elitist approach, taking a number of the best 
parent chromosomes into each new generation [16]. The 
parameter defining fraction of the parents to be replaced 
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is sometimes called the 'generation gap' and in the 
experiments described below, we take it to equal 0.9 
unless stated otherwise. That is, 10% of the population 
represent 'elite' and is included in the next generation 
population. 

As the best individuals from the previous generations are 
preserved, we can try to maximise the diversity in the 
population by making the crossover rate equal to 1. That 
is, all individuals chosen for reproduction participate in 
recombination, which is in our case a two-point 
crossover. The mutation rate is normally relatively 
small; we take it to be 0.05. 

The individuals are selected for reproduction using a 
stochastic universal sampling selection, which ensures 
that the fittest individuals have a better chance to 
reproduce. [17,18] 

The convergence of a traditional GA with multiple 
variables is often slow and it takes significant time to 
reach an optimal or near optimal solution. Therefore it is 
important to determine when the algorithm should be 
stopped. This can be done by setting a time limit or a 
maximum number of generations. Another approach is 
to stop when there is no change in the best fitness for a 
certain number of generations [2,3]. Due to 
computational limitations the experiments described in 
this paper were run up to 5000 generations. 

3.4 The problem of a large search 
space for a traditional GA 

As we mentioned above, the problem considered in this 
paper is to schedule 43 units of various capacity for 
maintenance during 52 weeks. The units require from 1 
to 11 weeks to be maintained. This means that each gene 
can take values from I to 52- Mi + l, where Mi, is the 
number of maintenance weeks required, that can have a 
value from 1 to 11. That gives us 4.2258e+72 possible 
combinations making the search space very large. As a 
result, finding a solution becomes rather difficult. 

It usually helps to improve a GA's performance if some 
problem specific knowledge is incorporated into the 
algorithm, sometimes using the information provided by 
other problem solving methods or the best solutions 
obtained in previous runs [3,19]. Instead of directly 
seeding the initial population with a good solution from 
elsewhere, we try to roughly estimate the possible 
optimum with the help of the available data and further 
reduce the search space according to that estimate. If we 
specify a threshold, we could reduce the number of 
allowed values for each unit, excluding the values that 
cause the nett reserve at some period to fall below the 
chosen threshold. For example, we know that there is a 
possible solution with a minimal reserve of 1220 MWO, 
[10,20]. If we aim to repeat and possibly improve that 
result, we could define a threshold value, T, of 1220 
MW and greater. This procedure would comply with the 
principle of minimal alphabets proposed by Goldberg in 
[6], that it is always advisable to keep the number of 
allowed values as low as possible. 
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As was explained above, a gene's value determines the 
beginning of the maintenance outage for the 
corresponding unit. To find allowed values for each 
gene, first we modify the gross reserve of the system, 
defined by Eq (1), subtracting the threshold value Tfrom 
it. That is, 

I 

G; =S-P;-T (8) 
at every interval i. Secondly, only the intervals with a 

modified gross reserve greater than the unit's capacity 
and enough subsequent intervals to comply with the 
maintenance requirements of the unit are considered as 
possible corresponding gene values. That means that the 
definition of the set of allowed values for a unit j given 
by (5) is changed into the following: · 

A1 = {1, ... ,52-M1 + 1}n{ie {I, ... ,52} I G;' 2: C1}, (9) 

where C1 is the unit's capacity and M 1 is the number 
of maintenance intervals required. 

Excluding all unsuitable gene values as described above 
reduces the number of possible combinations to 
2.3084e+68. Such a reduction of the search space can 
improve the average fitness in the population in the first 
generations. However, the search space is still too large 
and reaching a solution close to the optimum is difficult. 
Some results from a number of runs are given in Table 
II. All the experiments were performed on a population 
of 300, with a maximum number of 5000 generations. 
The data in Table II is the average over 10 runs. 

Clljectiw vaue in Clljectiw value at G!nerallon d 
11"lesl'ldd 

theiJe9mllJathe the end d tte r\ll ttelast r\ll 

Best /11/fragJ Best AJerag9 
ill"p"(MI11!rt 

0 785 167.:E 1142 815.45 213!.00 

123) 870 311.133 1154 821.04 1725.10 

123) lm 31}.774 11$ 819.73 1345.2 

12«) 872 317.355 1153 816.97 1:m.6 

Table ll. Traditional GA results after 5000 

generations 

As can be noticed, by setting a threshold value and thus 
reducing the search space, the initial GA population was 
improved. Nevertheless, by the end of the run the 
difference in performance is almost nonexistent. Without 
the threshold the GA just took longer to reach 
approximately the same objective value. The best 
objective value obtained was 1130 MW. 

A typical performance graph for the traditional GA with 
a reduced search space is given in Figure 1. It show that 
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even after a large number of generations, the GA does 
not even start to converge to any sub-optimal value. 

900 

800 

700 

600 

400 

Best reserve 

Average reserve 

/ 

500 1 000 1500 2000 2500 3000 3500 4000 4500 5000 
Generations 

Figure 1. Traditional GA graph performance. 
Population size is 300 

4 MULTI-LAYERED GENETIC 
ALGORITHM 

There are various techniques that have been suggested to 
improve a GA performance when dealing with a large 
search space of a multi-variable problem. For example, 
in some cases it may help to dynamically vary GA 
parameters, especially the mutation rate, in an attempt to 
introduce potentially beneficial genes into the population 
[21]. Another way of improving performance could be 
parallel GAs, where a number of sub-populations evolve 
simultaneously and occasionally exchange some 
individuals [9]. 

In some practical applications, a GA is used only as the 
first step of an algorithm, performing a rough global 
search. When a satisfactory sub-optimal solution is 
found, it is then improved with the help of a local 
method, for example, hill-climbing [22]. Finally, hybrid 
GAs can be used, where a local improvement method is 
included into a traditional GA [23,24]. 

In this paper we propose a different approach, modifying 
a traditional GA in such a way that its performance is 
significantly improved while most of the traditional GA 
parameters and techniques are preserved. This approach 
is easy to understand and implement, while still allowing 
the use of other performance enhancing techniques. 

As Radkliffe noted: "One of Holland's basic motivations 
and beliefs was that complex problems are most easily 
solved by breaking them down into a set of simpler ... 
subproblems, and this belief is visible . . . in his 
conception of schema analysis" [7]. Let us look more 
closely at the optimisation problem in our case and 
discuss the notion of separability of a problem. 

If a problem can be decomposed into independent sub-
problems, it is called linear separable [7]. It is obvious 
that only a few very simple problems would be 
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completely linear separable, and in fact, they most 
probably would be more easily solved by other 
optimisation methods. 

GAs do not need the complete separability of a problem 
and can produce satisfactory results with a certain 
degree of epistasis (a term borrowed from biology to 
describe non-separability in GAs). Still, the success of 
GA operators in recombining potentially beneficial 
building blocks into a suitable solution depends on a 
certain degree of separability in a problem, which often 
can be achieved by choosing the right representation for 
the problem [25]. 

In our case, chromosomes directly represent 
maintenance schedules built from the genes which 
denote the beginning of the maintenance periods of the 
corresponding units. It is clear that the problem is not 
completely separable, since we can not divide the units 
into groups to be scheduled independently from each 
other and then combine the groups into one schedule. 
This is because two groups of units might be scheduled 
for maintenance at the same intervals and this could 
result in the nett falling below the threshold. 

However, it is possible to assign a few units their 
maintenance intervals and then gradually build up the 
schedule adding new units into it. In fact, if a human 
expert is designing a similar schedule, the general rule is 
to assign the units some priority value, depending 
usually on the unit's capacity, and then to allocate the 
units' maintenance time one after another according to 
their priority. 

This process could be seen as layering the GA, thus, we 
propose a multi-layer GA (MLGA), which divides a 
problem into layers and is solved as a series of 
consecutive problems. As GAs are often used to find not 
one but several solutions in a single run, each layer 
would represent a separate traditional GA, using the sub-
schedules obtained from the previous layer as a gene 
pool for building new, larger sub-schedules for the next 
layer. 

4.1 Grouping the units for a MLGA 

To divide the GA into several layers, let us look again at 
the problem in question. According to Table I, the 
individual unit capacities range from 20 MW to 460 
MW, with the number of maintenance periods required 
ranging from 1 to 11. It is obvious that units of a larger 
capacity which require a greater maintenance period are 
more difficult to schedule than units of smaller capacity 
which need only one or two weeks for their 
maintenance. 

For example, if we consider the four units with a 
capacity of 460 MW, it is clear that we cannot schedule 
more than two of them simultaneously for service at any 
time if we want to retain a reserve of not less than 1220 
MW. Even the lowest predicted load at week 27 gives us 
a reserve of 2220 MW without any unit being 
maintained. If three units with capacity 460 MW are 
switched off for maintenance, the nett reserve will 
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become 2220- 460 x 3 = 840 MW, which is below the 
desired value, 1220 MW. 

There are also a few other units, which are difficult to 
schedule, for example, a unit with a capacity of 230 MW 
and 8 week maintenance period, the eleven other units 
with a capacity of 210 MW requiring 4 week periods 
and so on. On the other hand, there are a number of units 
that have a small capacity and/or short maintenance 
periods. It might be easier if we could first find some 
suitable combinations for several 'difficult' units and 
then add the other, 'easy', units to the schedule. 

From a number of experiments, it was found that fifteen 
'difficult' units, including the four with the capacity of 
460 MW and eleven with the capacity of 210 MW, are 
easily scheduled to give a nett reserve up to 1260 MW. 
However, if we try to schedule 18 units, adding ones 
with capacity 200 and 230 MW, it is more difficult to 
find a good result in a short time. 

Table ill presents a possible grouping used in the 
experiments discussed in this paper. The first layer 
consists of 15 units with the capacity 210 and 460 MW. 
After that 2 to 3 new units are added to the schedule in 
each subsequent layer. 

Certainly, there is more than one way to group the units. 
Another example is given in Section 3.7. 

Layer Units being scheduled Gene length 
1 4 56 7 8 9121314152037383940 1 
2 101819 1,1,1,15 
3 1 2 3 1,1,1,18 
4 11 21 36 1,1,1,21 
5 1617 1,1,24 
6 2829 1,1,26 
7 2425 1,1,28 
8 2627 1,1.~ 

9 2223 1,1,32 
10 414243 1,1,1,34 
11 303132 1,1,1,37 
12 333435 1,1,1,40 

Table Ill. An example of a grouping of the units 

4.2 Gene lengths in different layers 

Each layer in a multi-layered GA is a separate traditional 
GA. In the first layer genes are all of length 1 and take 
values from their allowed range. 

In the subsequent GA layers, chromosomes are built-up 
from genes of various lengths. One gene in every 
chromosome now represents a sub-schedule built by the 
previous layer GA. The gene has a length equal to the 
number of units scheduled so far and its value is taken 
from a gene pool containing all legal sub-schedules 
found by the previous GA layer. The remaining genes in 
the chromosome are of length I. They represent units 
which are being scheduled at the current layer and take 
values from the allowed range. Gene length for the 
corresponding grouping are given in Table 2. 
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The aim of a particular GA layer is not just to reach a 
single optimal solution, but to find a number of them so 
that they can be used as separate genes for the next GA 
layer. Thus the foremost termination criteria is filling the 
gene pool for the next layer, that is, reaching a specified 
number of suitable solutions. The maximum number of 
solutions we attempt to find is equal to the population 
size. For computational reasons, the population size is 
limited to 300 individuals. 

To specify what individuals are included into the next 
layer pool, we define the pool threshold, Tp, an 
important MLGA parameter. A sub-schedule is included 
into the pool only if it can provide a nett reserve above a 
given threshold Tp at any time. As was described in 
Section 2.4, we are trying to find a schedule that 
provides nett reserve of at least T MW at any time and 
alter the allowed values' sets accordingly. We can take 
the pool threshold, Tp , to be equal to the expected 
reserve threshold, T, that is 1220 MW or higher. 

The maximum number of generations in a single layer is 
restricted to 400. If there is no change in the number of 
'good' individuals to be included into the pool for a 
specified number of generations, the layer is completed 
and, if there are no sub-schedules found, the run is 
declared unsuccessful. 

4.4 Varying generation gap value 

An important feature of MLGA is the varying generation 
gap value, which helps to obtain the desired number of 
sub-schedules faster. When the number of individuals 
suitable for inclusion into the pool becomes greater than 
I 0% of the population, the generation gap is reduced to 
let all 'good' parents stay in the population until their 
number equals the required size of the pool. At the end 
of the layer the whole population could be transferred 
into the next layer. 

Note that this approach saves the computational time in 
a successful run since the number of individuals needing 
to be evaluated decreases over the generations. 

4.5 Maintaining diversity in population 

When the generation gap is reduced as discussed above, 
an increasing number of 'good' parent chromosomes 
stay in the population forever. This may lead to the 
population being overtaken by descendants of only a few 
chromosomes and, as a result, cause a premature 
convergence. To prevent that and to obtain a variety of 
sub-schedules for the gene pool for the next GA layer, 
we need to maintain the population diversity. New 
individuals are introduced into the population only if 
they are different from all the others already present in 
the population. If there are two identical individuals in 
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the population, one of them is replaced by a randomly 
built new individual [2, 15]. 

To further diversify the GA population, when there was 
a considerable amount of 'good' individuals in the 
population already, the proportional selection for 
reproduction was replaced by random selection, giving 
all individuals an equal chance to reproduce. That 
proved to be beneficial since the proportional selection 
may slow the search for new 'good' solutions by 
choosing the same parents all the time. 

Note that in the scheduling problem considered in this 
paper, solutions/chromosomes which are different on the 
gene level do not always represent a unique schedule, 
since some units have exactly the same capacity and 
number of required maintenance intervals and can be 
rearranged without any difference to the nett reserve of 
the schedule. 

4.6 Gene convergence 

By choosing a number of sub-schedules and gradually 
adding new units to them, a MLGA focuses the search 
on more promising regions within a large problem 
domain. As a result, a MLGA finds solutions faster than 
a traditional GA. On the other hand, since the search is 
restricted to the sub-schedules found in the previous 
layers, some genes can converge despite the efforts to 
maintain diversity discussed in the previous sections. 
That is, a number of units can be scheduled exactly in 
the same way in all sub-schedules contained in the pool, 
and, therefore in the next generations. This may be 
critical to the success of the entire run and, if in some 
layer a potentially successful sub-schedule was lost 
during the genetic search, the run may fail. 

Here we are not discussing various existing GA 
techniques to reduce the gene convergence, such as 
increasing the mutation rate [26] etc. Instead, let us note 
that the potential disadvantage of gene convergence can 
be used to the benefit of the further search. We can once 
more modify the sets of allowed values for the 
remaining units, thus reducing the search region. The 
procedure is similar to the one discussed in Section 2.4 
with the converged part of the gene pool being treated as 
an additional load on the system. 

For example, suppose that all genes in a gene pool 
formed in the previous layer contain a sub-schedule 

a' = (~,,a/, ... , a1') , allotting maintenance intervals to l 

units. It means that some of the system's resources are 
already "booked" by these units. Then the additional 
load on the system in an interval i will be 

I 

L, = _LC1Xij, where, as in Eq. (3), Cr capacity of unit 
j=l 

j while xij = 1, if maintenance is performed on unit j in 
interval i, and 0, otherwise. Modifying Eq. (8), we 
obtain the new gross reserve of the system 

G." =S-P.-T-L 
I I I 

(10) 
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and find the new sets of allowed numbers A1 for the 
units that should be scheduled in the next layer, 

substituting G;" into (9) instead of G;' . 

This procedure should be done only once at the 
beginning of every layer and, therefore, does not 
increase the computational time. 

4. 7 Modified pool selection criteria 

The initial step in a MLGA implementation is choosing 
the units to be scheduled in the first layer so that a 
traditional GA would be able to find satisfactory sub-
schedules. However, in subsequent layers the algorithm 
is sometimes unable to find successful solutions, even if 
there was a substantial amount of genes in the gene pool. 
In this situation the entire run would be unsuccessful. 

It is possible to check if a sub-schedule is able to provide 
enough reserve for the next layer units to be scheduled 
before their scheduling actually takes place. It is similar 
to the procedure used for finding the allowed values for 
genes discussed in the previous section. The algorithm 
could be modified so that the genes are included into the 
pool only if they can provide enough reserve for the next 
layer's units to be scheduled. 

Every candidate for the gene pool, that is, a sub-schedule 
that provides the necessary minimal nett reserve T, is 
examined and treated as an additional load on the 
system. A new modified gross reserve is calculated and 
the new sets of allowed numbers A1 are found for the 
units scheduled in the next layer. If neither of the sets 
A1 are empty, it means that there are enough intervals 
available for scheduling the next layer's units and the 
sub-schedule is marked as suitable for the next layer. It 
is then given a better chance to be selected for 
reproduction over the unmarked individuals, when the 
proportional selection takes place. 

If, on the other hand, any of these sets are empty, it 
would mean that some of the units in the next layer 
cannot be scheduled since there are not enough 
maintenance intervals available for them. In this case the 
sub-schedule should not be included into the next layer 
gene pool, even if its fitness is equal to or above the pool 
threshold. 

It could be argued that this modification would mean an 
increase in computational time due to the additional 
check for every potential candidate for the gene pool. 
Yet it would simplify the search in the next layer by 
providing genes of a better quality or, if no sub-
schedules suitable for the pool were found, the run 
would be declared unsuccessful without running the 
extra layer. 

The effect of the modified pool selection criteria is 
shown in Figures 2 and 3. The first figure shows a 
typical performance graph of the fourth layer GA with 
the pool threshold TP = 1240 MW. The upper graph in 
Figure 2 represents dynamics of the best and average 
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fitness value in the population, that is, the minimal nett 
reserve provided by the sub-schedules. The lower graph 
shows the number of individuals in the next layer pool 
and, as a separate parameter, the number of individuals 
with fitness equal to the pool threshold, but not included 
into the pool since they can't provide the next units with 
a chance to be scheduled. 

...-1'---.-.-r---
Best reserve ~ 

~J/""~"~ 
1 · V ~ verage reserve 

Z~ 1~o---2~0---L--~---L--~---L--~--~--~ 
40 60 80 100 120 140 160 180 

Number of generations 

Individuals with fitness =1240 
but not in the pool 

\ Individuals in the pool 

0o 20 40 60 80 100 120 140 160 180 
Number of generations 

Figure 2. Performance graph of a GA with additional 
pool selection criteria 

Figure 3 shows the second graph from the previous 
figure in more detail. It presents the algorithm's 
performance during the first 70 generations. In the 
beginning of the run a significant part of otherwise good 
individuals was not suitable for the next layer gene pool. 

MLGA, layer# 4 
120•r----,-----r----.-~~-----r----.----, 

100 

"' ~ 80 .., 
~ .., 
.5 
0 60 
.2l 
E 
::J 
Z40 

20 

-+-- Individuals in the pool 
Individuals with fitness = 1240 

but not in the pool 

Number of generations 

Figure 3. Growth of 'good' individuals in the 
population in the beginning of a run 

The first individual with fitness equal to 1240 was found 
in the fifteenth generation, though it did not provide 
enough reserve for the next units to be scheduled. It was 
preserved in the elite part of the population as the best 
individual so far, but was not included into the pool. 
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During the first fifty generations the elite part of the 
population consisted mostly of such individuals. 

The first sub-schedule suitable for the pool was found in 
the 27th generation. At first the number of such 
individuals grew very slowly, but after a while, since 
they were given preference to stay in the elite part, they 
completely forced the other ones out of the population. 
After 70 generations the number of individuals with high 
fitness but still unsuitable for the pool is close to zero . 

The fast growth of the unsuitable individuals in the 
population in the beginning of the run shows that if the 
pool criteria were not modified, half or more of the gene 
pool at the next layer would have been unusable. 

4.8 A general guide for unit grouping 

As was stated before, there can be other ways to divide 
the units into groups for scheduling. The general 
guideline is obvious: the big capacity units are scheduled 
first, the small capacity units or the ones that require 
only a week or two of maintenance time are left to 'fill 
the gaps' in the schedule at the end. Table IV presents 
another example of units' grouping. The first layer 
consists of 16 units with the capacity 210, 230 and 460 
MW. After that 2 to 6 new units are added to the 
schedule in each subsequent layer. Since the first layer 
in this grouping contains an additional unit, #10, with a 
large capacity of 230 MW and requiring 8 weeks for 
maintenance, it could be expected that the MLGA will 
take longer to find enough sub-schedules for the second 
layer pool. 

Layer Units being scheduled Gene length 

1 4 56 7 8 910121314152037383940 1 
2 181921 1,1,1,16 
3 1 2 3 1,1,1,19 
4 16172829 1,1,1,1,22 
5 1138 1,1,26 
6 232425 1,1,1,28 
7 2627 1,1,31 
8 2241 4243 1,1,1,1,33 
9 303132333435 1,1,1,1,1,1,37 

Table IV. Unit grouping for a 9-Iayer MLGA 

The first two layers are almost the same in both 
examples, while the last three layers from the first 
grouping are scheduled in only the last two layers in the 
second grouping. Units scheduled in the middle layers 
are grouped differently. 
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5 EVALUATION OF THE MULTI-
LAYERED GENETIC 
ALGORITHM 

A series of experiments was conducted with the two 
different units' groupings and various pool thresholds. 
Results from the experiments are given in Table V. As 
we can see the performance of a multi-layered GA 
compares favourably with that of a traditional GA, 
though the number of generations required to obtain a 
good solution is still quite large. Note that the GA 
parameters like crossover and mutation rates, etc., ~ere 
not tested exhaustively. The number of generations 
could be improved if, for example, the termination 
criteria are modified. The maximum number of 
generations can be changing dynamically depending on 
the size of the search space in every layer, estimated 
after modification of the allowed values sets in the 
beginning of a layer. 

When additional pool selection pressure is applied, the 
success rate slightly improves while the computational 
time decreases. 

- ~ ~ ~ o ~ ~ ~ ~ ~ A ~ ~ I ~ ~ W ~ ~ ; ~ ~ ~ : ~ 

Week 

Figure 4. An example of a reserve chart with minimum 
nett reserve of 1240 MW 

Addllional pool 
Nwnberof 

Number or MLGAtype PoollhreSitoJd successrul rum generations In a run selection crflcria outnf40 
no 1220 34 656.65 

12-layer no 1230 27 853.95 
DO 1240 2 1001.73 
yes 1220 37 510.63 

12-layer yes 1230 28 763.75 - 1240 7 1000.4 
no 1220 36 627.73 

9-layer no 1230 27 766.89 
no 1240 2 771.5 
yes 1220 40 442.35 

9-layer yes 1230 28 675.38 
yes 1240 8 720.8 

Table V. Experimental results 

6. CONCLUSION 

The suggested modification of a traditional GA is a new 
implementation of an old idea, that is, dividing a 
complex problem into simpler sub-problems. In our 
case, a solution-schedule was built gradually, after 
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grouping of units into categories according to their 
capacity and maintenance requirements. The new 
approach exploited the partial separability of the 
problem as well as the ability of a GA to produce not a 
single solution but a number of them. As a result of the 
modification, a noticeable performance improvement 
was acquired. 

The advantage of this approach is that it is easy to 
understand and implement. It uses a direct representation 
of a maintenance scheduling problem and traditional 
genetic operators. That does not mean that it can not be 
used with other operators specially built for a particular 
problem. There is certainly a potential for improvement, 
either by more thorough parameter tuning or by coupling 
MLGA with some other search method of local scope. 
The current research on multi-layered genetic local 
search yields promising results. Obviously, it is also 
possible to use the idea of parallel GAs and create a 
multi-population MLGA. 

The suggested algorithm can be suitable for a variety of 
combinatorial problems that could be represented in a 
similar way and have a certain degree of separability. 
The disadvantage of having to perform grouping of the 
objects "manually" is comparatively small, and only 
supports the notion shared by many GA practitioners 
that incorporating problem specific knowledge improves 
GA performance. 
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Abstract 
The core element of many existing approaches to face 
detection is the classification algorithm that determines if 
a sub-image of an input image contains a face pattern. In 
this paper, we present a novel and effective distribution-
based face/non-face classification technique that detects 
frontal face patterns with possible in-plane rotation. A 
15x15 input sub-image is first processed by a color filter, 
which verifies the presence of human skin color in the sub-
image. Then, the intensity image is extracted from the 
identified skin color sub-image and converted into a vector 
in a high-dimensional space (R225 ). Principal component 
analysis is employed to reduce the dimension of this space 
to 20. In our approach, the distributions of face and non-
face patterns in the R20 space are modeled using mixtures 
of Gaussians. The parameters of the Gaussian mixture 
models are determined through the use of the 
Expectation/Maximization (EM) algorithm. Finally, the 
classification of sub-images into face or non-face patterns 
is carried out through comparison of their estimated 
probability density functions. Experimental results have 
shown that the proposed technique is capable of 
performing highly accurate face/non-face classification. 

1. Introduction 
The research into face detection has attracted considerable 
attention in recent years. It deals with the problem of 
detecting the presence and the location of human faces in 
images. Many approaches to this problem involve a 
scanning process in which sub-images or windows of the 
input image are searched exhaustively for face patterns. 
They use various classification algorithms to determine 
whether or not a sub-image contains a face pattern. For 
example, Rowley et al. [15] proposed a neural network 
based approach that uses multilayer perceptron to detect 
faces, and Feraud et al. [6] suggested a different neural 
network classifier that is based on the constrained 
generative model. Sung and Poggio [16], on the other 
hand, proposed a classifier that models the distribution of 
face and non-face with Gaussian clusters, found by using 
the elliptical k-means clustering technique. Osuna et al. 
[13] developed a classifier based on support vector 
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machines, while Yang et al. [19] suggested a probabilistic 
method that uses a mixture of factor analyzers. For 
comprehensive reviews of these and many other face 
detection techniques, readers are referred to the two recent 
survey papers, one written by Y ang et al. [20] and the 
other by Hjelmas and Low [9]. 

In this paper, we propose a distribution-based technique 
for classifying image patterns into face and non-face. The 
probability density functions (pdfs) of face and non-face 
patterns are modeled with Gaussian mixtures. The 
parameters of the Gaussian mixtures are determined using 
the EM algorithm. The paper is organized as follows. 
Section 2 explains the proposed face/non-face 
classification technique. The distribution-based approach, 
which uses Gaussian mixtures, to the classification task is 
presented in Section 3. Experimental results along with 
some discussion can be found in Section 4, while 
conclusion is given in Section 5. 

2. Face/Non-Face Classification 

2.1 Overview 

The proposed face/non-face classification technique is to 
work on a digital color image. The given image is divided 
into non-overlapping blocks of size 15x15, and these sub-
images become the input data to the classifier. The 15xl5 
size is chosen after considering the trade-off between 
classification accuracy and computation load. 

This classifier is currently being developed to detect not 
only frontal faces but also faces with some degrees of in-
plane rotation. More details can be found in Section 4. A 
block diagram showing the three major components, or 
stages, of the classification technique is depicted in 
Figure 1. Their functions are as follows: 

• In stage 1, a col or filter is applied to the input sub-
image in order to detect skin color pixels. The non-
existence of face pattern is flagged if no or small 
amount of skin-color pixels has been detected. In this 
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case, a non-face pattern is assumed and no further 
processing on this sub-image is required. If, on the 
other hand, the sub-image contains substantial skin-
calor pixels then the intensity values of the sub-image 
is extracted and fed as input to stage 2. 

• In stage 2, more pre-processing steps are performed. 
The 15x15 input intensity image is first histogram 
equalized before being converted into a column vector 
in R225 space. Principal component analysis (PCA) is 
used to reduce the dimension of this space. After 
applying PCA, each column vector in R225 is 
represented by a feature vector win R20. 

• In stage 3, the feature vector w is classified as face or 
non-face pattern by using a novel distribution-based 
algorithm. This algorithm is presented in Section 3. 

As for stages 2 and 3, their respective functions are 
explained further in Sections 2.2 and 2.3. 

15x15 input 
sub-image, P 

1. Skin Color 
Detection 

.. .. 
Intensity sub-im 

2. Data Reduction 

win R20 

1 

3. Face/Non-Face 
Classifier 

Face or non-face 
pattern 

Non-face 
pattern 

age, Y 

Figure 1: Block diagram of the proposed face/non-face 
classification technique. 

2.2 Skin Color Detection 

This component of the classification technique exploits the 
fact that human skins have distinct colors. The skin color 
filter used in the stage works in YCbCr color space with 8 
bits per channel. The luminance value of a pixel (which 
corresponds to intensity) is stored in Y component, while 
the chrominance values are stored in Cb and Cr 
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components. This color space is widely used in 
image/video coding standards such as JPEG, MPEG and 
H.26x. Conversions between YCbCr and RGB color 
spaces can be done through a linear transformation, see [4] 
for an example. 

It has been found that skin-color region can be identified 
by the presence of a certain set of chrorninance values that 
is narrowly and consistently distributed in the YCbCr color 
space. It has also been proven that such model is robust 
against different types of skin color such as white, black, 
yellow, brown, etc. Further details of skin color model can 
be found in [2,3]. 

Here, a simple yet effective skin color filter is used to 
distinguish between skin color pixel and non skin color 
pixel. The filter identifies a pixel i of the input sub-image 
as skin color if its chrominance components satisfy the 
following criteria: 

Chi e [75, 135] and Cri E [130, 180]. (I) 

The skin color filter partitions the input sub-image P into 
two disjoint sets: P = Pskin u P non-skin • The input sub-image 
is considered as non-face if: 

I P,.~~, I 
-- <'r IPI .ttin• 

(2) 

where IP ... I denotes the number of elements in set P ... and 
'frkin is a fixed threshold. 

If the sub-image P passes this skin color test, its 
corresponding intensity sub-image is extracted and sent to 
stage 2. Here we use the luminance values of the sub-
image, which we denoted by Y, to represent the intensity 
sub-image. 

Note that more sophisticated filtering techniques such as 
those that use neural networks [14], Gaussian [12], 
elliptical skin model fitting [1], and mixture of Gaussians 
[18] can be employed instead of the model ofEq. (1). 

2.3 Data Reduction 

In stage 2 of our approach, the intensity sub-image Y is 
histogram-equalized so as to reduce the effects of lighting 
variations. From the enhanced intensity sub-image, a 
vector x of 255 elements (ie 15x15) is formed by reading 
Y column-wise. 

The pattern x has a relatively large dimension (D = 225), 
and it contains some data that are not significant for 
classification purposes. Hence, we employ principal 
component analysis (PCA) to remove the irrelevant data 
and reduce the space dimension. In doing so, we cut down 
the computation load significantly. Note that to further 
reduce data, a mask that excludes boundary pixels from 
each pattern can be applied before classification - see [ 13, 
15, 16] for further information. 
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PCA works as follows. Let {x~o x2, ... , XN} be a set of 
known face patterns in RD space. The PCA aims to find a 
set of k (typically k << D) orthogonal vectors, V = { Vt. 

v2, ... , vd, so that the distances (ie reconstruction errors) 
between X; and their projections onto the subspace spanned 
by the k vectors are minimized. The steps for finding V are 
as follows: 

• Compute the mean face vector: 

1 N X =-LX· 
m N i:l 

1 
(3) 

• Compute the covariance matrix: 

1 N 
C = --""' (x. -x )(x. -x )T N -1 {:t ' m ' m 

(4) 

• Compute the set of all N eigenvectors of C. A vector v 
is an eigenvector of C if there exists a scalar A. such 
that: 

Cv='J...v (5) 

The scalar A. is called an eigenvalue of C. 

• Select k most significant eigenvectors, V = {v~o v2,. .. , 
v«}, that correspond to the largest k eigenvalues of C. 

Once the significant eigenvectors (also termed as 
eigenfaces by Turk and Pentland [ 17]) are computed, each 
new pattern x is represented by the projection of its 
deviation from the mean face vector onto the subspace 
spanned by the column vectors of V: 

(6) 

where w is a vector in k-dimensional space. In our design, 
we have set k to 20. 

The problem of classifying the feature vector w into face 
or non-face class is dealt with in the third component of 
our classification technique, which is discussed in the next 
section. 

3. Distribution-Based Classifier 
The feature vector w for face and non-face is assumed to 
have arisen from two distinct, constrained but unknown 
distributions in Rk space. Let p(w!face) and p(wlnonface) 
be the pdfs of face and non-face patterns, respectively. By 
applying the Bayes decision rule for minimum cost [8,4] to 
this two-class (ie face and non-face) classification 
problem, we classify the feature vector w as face if the 
following equation is satisfied: 

p(w I face) 
p(w I nonface) 
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where ; is a fixed threshold, which is dependent on 
various classification costs and a priori probabilities of 
face and non-face. However, the value of ; is often 
determined experimentally. The derivation of (7) is given 
in the Appendix. 

A difficult problem remains, and that is to find the 
probability density functions p(w!face) and p(wlnonface). 
The common non-parametric approaches to pdf estimation 
such as histograms and kernel-based methods are not 
feasible in this situation due to the high dimension of the 
feature vector. We, therefore, propose a parametric 
approach for estimating p(w!face) and p(wlnonface) using 
mixtures of Gaussians. 

3.1 Gaussian Mixture Modeling of 
Face PDF 

The Gaussian mixture technique models the pdf of face 
pattern w as a linear combination of a set of G Gaussian 
components: 

G 

p(wlface) =p(w) = LK1g(w;91), (8) 
i=l 

where 1li and 9; are the mixing factor and the parameter of 
the i-th component, respectively. The mixing factor must 
satisfy the following conditions: 

G LK1 = 1 and ~r1 2::: 0, i = 1, G. (9) 
i=l 

In our case, each component g(w; 91) is a Gaussian, which 
is characterized by a mean vector ~~ and a covariance 
matrix I:; . Hence, 

9; = {~b I:;}, 

Suppose we have a training set of face vectors {w~o w2;··, 

wN}. The parameter set of the model t1> = { n;,, 91} for 
i = 1, G is estimated from the training vectors, and it must 
satisfy a condition known as maximum-likelihood, which 
requires the following joint probability of occurrence of 
the training vectors to be maximized: 

N 

L= np(w1) . (11) 
i=l 

A common method for parameter estimation using 
maximum-likelihood is the Expectation/Maximization 
(EM) algorithm. 

Spring/Summer 2001 



3.1.1 EM Algorithm 

The EM algorithm [5,7] starts with an initial estimate of 
the parameter set «<>· This estimate is used to compute the 
pdf of x as in (8). The pdf of x is then used to compute a 
revised estimate of fj> (ie mixing factors 1li , means J.L; , and 
covariance matrices :Ei). This process continues for a fixed 
number of iterations until there is little change in fj>, or 
until the following log-likelihood function exceeds a 
certain threshold: 

N 

In L = ~)n p(w1). (12) 
I= I 

Given that the probability of sample Wj belonging to the 
i-th component is defined as 

(13) 

where superscript t denotes the iteration number, the 
revised estimate of fj> at each stage is provided as follows: 

• The revised estimate of the mixing factor for the i-th 
component is computed by 

1+1 1 ~ I 'I ) p 
If; = - "- p (l w j = - . 

N i=• N 
(14) 

• The revised estimate of the mean for the i-th 
component is calculated by 

l+t 1 ~ '('I ) f11 = pf:tp 1 wi wi . (15) 

• The revised estimate of the covariance matrix for the 
i-th component is given by 

.,...r+l I ~ 1 ('I )( 1 )( 1 )T "-'; : - .(.. p I W i W j - fl; W j - Jl; . 
p j=l 

(16) 

3.1.2 EM Initialization 

The initial estimate for the EM algorithm can influence its 
convergence speed and final result. In our approach, 
Kohonen's Self-Organizing Map (SOM) algorithm [10] is 
applied to divide the training ~ector set { wi} for 
j = 1, N into G clusters, C1, for i = 1, G . The initial estimate 
of the parameter set cjl is then determined as follows: 
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0 IC1 I 
1f =-; N' 

(17) 

(18) 

135 

(19) 

where ICil is the size of cluster C; and E{} is the 
expectation operator. 

3.2 Gaussian Mixture Modeling of 
Non-Face PDF 

The pdf for non-face p(wlnonface) is also modeled as a 
mixture of Gaussians using essentially the same steps as 
described in Section 3.2. From a large number of non-face 
images, a set of non-face feature vectors w is obtained. 
This set is clustered using Kohonen's SOM algorithm to 
obtain an initial estimate of the parameters of the Gaussian 
mixture model. The EM algorithm is then performed to 
obtain the final estimate of the parameters. Note that the 
number of Gaussian components for non-face does not 
need to be the same as in p(w!face). Compared to the 
Gaussian mixture model for face, the model for non-face 
needs to be updated more frequently as new non-face 
patterns are presented to the classifier. This is due to the 
difficulty in finding a representative non-face pattern. 

3.3 Face/Non-Face Classification 

Once the parameters of the Gaussian mixture models are 
determined, face/non-face classification of the feature 
vector is carried out as follows. A feature vector is 
classified as face if it satisfies two conditions: 

Condition 1: p(w 1 face) > -r 
p(w I nonface) P 

(20) 

and 
Condition 2: p(w I face)>"'""' (21) 

The first condition is the Bayes decision rule for minimum 
cost as mentioned earlier. The second condition is to help 
remove non-face patterns that pass the first condition. 

4. Experiment Results 

4.1 Training Procedure 

The training set of face vectors was generated from the AR 
face database [ 11]. This database consists of more than 
4,000 color frontal-face images of 126 people (70 men, 56 
women) with various facial expressions that range from 
neutral, smile to anger. The images are of size 768x576. 
From this database, we extracted 1 ,000 face images, each 
of which has a size of 15x15. To generate sufficient 
training data as well as to detect face patterns that are 
influenced by in-plane rotation, each original face image 
was rotated by angles of ±ix5° fori= 1,10 to give extra 20 
face images. The training set consisted of 21,000 face 
vectors. 
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PCA was performed on 1,000 face vectors and a set of 
k = 20 most significant eigenvectors was found. Each input 
pattern x was then represented by a feature vector w as 
computed in (6). 

The Gaussian mixture model for face in R20 space consists 
of G = 5 components. The entire training set of 21,000 
feature vectors w was used to develop the model. The 
Gaussian mixture model for non-face also consists of G = 
5 components. A set of 21,000 non-face images randomly 
chosen from 100 training images was used to construct the 
non-face pdf. The various parameters of the face/non-face 
classifier are summarized in Table I. 

Table 1: Parameters of the face/non-face classifier. 

Description Value 

Input sub-image Size: 15x15 
with frontal in-plane rotation Format: YCbCr 

Skin color range Cbie [75, 135] 
Cri e [130, 180] 

Skin color test threshold Tskin = 0.5 

No. of eigenfaces k=20 

No. of Gaussian components G= 5 each 

No. of face vectors for training N= 21,000 

No. of non-face vectors for training N = 21 ,000 

Max. in-plane rotation allowed 0= ±50° 

4.2 Testing Procedure 

To overcome the difficulty of finding representative non-
face images and also a test set that consists of a 
representative mixture of face and non-face images, the 
following testing strategy was adopted. The face/non-face 
classifier was evaluated on two different test sets. Test set 
1 consisted of only face patterns and was used to estimate 
the correct detection rate. Test set 2 consisted of only non-
face patterns and was used to estimate the correct rejection 
rate. 

Test set 1 consisted of 650 color images. These images of 
size 15x15 were obtained from various sources including 
WWW and TV programs. The face images were mostly 
frontal with possible in-plane rotation and of people from 
diverse ethnicity ranging from Asian, African to European. 
Test set 2 consisted of 184,000 non-faces images. These 
non-face patterns were obtained by using a program that 
randomly selected images of size 15xl5 from 200 color 
images of various sizes. These color images, sized between 
105 to 106 pixels, were obtained from both natural and 
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man-made landscape photographs that contained no face 
patterns. 

4.3 Results and Discussion 

The classification results on the two test sets are provided 
in Table IT. 

They show that the proposed face/non-face classifier is 
capable of performing highly accurate classification. Most 
false rejections occur when the face is taken under views 
that are markedly different from the frontal views or under 
extreme lighting condition. A set of representative results 
of correct classification (ie correct detection and rejection) 
are illustrated in Figures 2 and 3. Note that all samples of 
correct rejection as shown in Figure 3 have skin-color 
appearance and therefore they were not picked up as non-
face pattern in stage 1 of the classification; however they 
were detected as non-face in stage 3 of the classification 
process. 

Table 11: Face/non-face classifier testing results. 

Test set I 650 faces 
Test set 2 184,000 non-faces 
Correct detection rate 89.2% 
Correct rejection rate 98.9% 

Figure 1: Samples of correct detection. 
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Figure 2: Samples of correct rejection. 

Our proposed face/non-face classification technique can 
accept gray-scale input images as the skin color detection 
stage can be by-passed. Therefore, the proposed 
classification scheme is not restricted to only color input 
images. The main reason for inclusion of skin color 
detection at the beginning of the classification scheme is to 
speed up the whole process, as sub-images with non skin 
color characteristics can be reliably and quickly identified 
as non-face patterns without the need of further testing. 

5. Conclusion 
This paper presents a novel and accurate distribution-based 
classification technique for face and non-face patterns. The 
correct detection rate of 89.2% and the correct rejection 
rate of 98.9% were achieved. The classifier involves a skin 
color filter and PCA for dimension reduction of the input 
space. The key element of the classifier is the parametric 
estimation of probability density functions for face and 
non-face patterns -using mixtures of Gaussians. The 
parameters of the estimation are found by using the EM 
algorithm. Face and non-face patterns are then classified 
by comparing the probability density functions. 

The current classifier caters for the detection of frontal 
faces with some degree of in-plane rotation. We believe 
that the proposed approach is readily extendable to faces 
under other different viewing angles. A possible method is 
to obtain a more comprehensive training set that covers 
greater viewing angles, and reconstruct the Gaussian 
models. This will be carried out in our future research 
work. 
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7. Appendix 
For clarity, let C1 and C2 denote face class and non-face 
class, respectively. Let P(C11w) and P(C21w) be the a 
posteriori probabilities of cl and c2. respectively, (i.e., 
probability of an observed pattern w belonging to a class). 
Let c;i for ij = { 1,2} denotes the cost of classifying a 
pattern w into class C; while it actually belongs to class y. 

The cost of classifying a pattern w into class C1 is given by 

Similarly, the cost of classifying a pattern w into class C2 
is given by 

The pattern w will be classified into the class that gives the 
minimum classification cost: 

{
R1(w}2:R2 (w) =>WE C1 • 

Rl(w)<R2(w) =>WE c2 
(24) 

By combining with (22) and (23), this decision rule can be 
rewritten as follows: 

(25) 

According to Bayes theorem [8], the a postenon 
probabilities P(C;Iw) can be expressed in terms of a priori 
probabilities P( C;), class-conditional densities p(wiC;) and 
unconditional probability p(w): 

P(C I w) = p(w I c.)P(Ct) 
I p(w) ' 

P(C2 I w) = p(w I C2)P(C2) . 
p(w) 

(26) 

(27) 
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The decision rule in (25) becomes 

(28) 

where ; is a threshold that depends on the classification 
costs and a priori probabilities of face and non-face 
patterns, and it is defined as 

(29) 
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Abstract 
Anti-correlation has been used in training neural network 
ensembles. Negative correlation learning (NCL) is the state 
of the art anti-correlation measure. We present an alterna-
tive anti-correlation measure, RTQRT-NCL, which shows 
significant improvements on our test examples for both ar-
tificial neural networks (ANN) and genetic programming 
(GP) learning machines. We analyze the behavior of the 
negative correlation measure and derive a theoretical ex-
planation of the improved performance of RTQRT-NCL in 
larger ensembles. 

Keywords: Anti-correlation, Artificial Neural Net-
works; committee learning, Ensemble learning, fitness 
sharing, genetic programming, diversity 

1 Anti-Correlation Learning 
Committee learning refers to a form of learning algorithm 
where a committee of learning machines is used to learn a 
task. The hope is that each member of the committee will 
specialize on a part of the task. In anti-correlation learning, 
a specific mechanism is incorporated in the learning 
mechanism to reduce correlation between the committee 
members, without unduly sacrificing the accuracy of 
prediction. The error function of each committee member 
needs, therefore, to have an additional penalty term which 
accomplishes the following 

1. it maximizes the distance between all networks; and 
therefore achieves a nice spread in the ensemble space. 

2. it is dimensionally consistent with the error function. 

3. it does not have a larger magnitude than the original 
error function; otherwise the effect will be dramatic 
(ie. the networks will be so different that they contra-
dict each other and the performance becomes chaotic). 
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One approach to achieve this is Negative Correlation 
Learning (NCL), proposed by Liu and Yao (1999b, 1999a). 

The paper is organized as follows. In Section 2, nega-
tive correlation learning is discussed, and an alternative, 
RTQRT-NCL, is introduced In subsection 2.3. We then 
use RTQRT-NCL for two learning machines; artificial 
neural networks in Section 3 and genetic programming in 
Section 4. The results and possible theoretical explanations 
are discussed in Section 5, and conclusions are drawn in 
Section 6. 

2 Negative Correlation Learning 
2.1 Nomenclatures 
From here on, the following notations will be used for an 
ensemble of single hidden layer artificial neural networks: 

• I, H, and M are the number of input and hidden 
units, and the number of networks in the ensemble, 
respectively. 

• XP = (xf,~, ... ,~),p = 1, ... P E X,isthepth 
pattern in the input feature space X of dimension I, 
and P is the total number of patterns. 

• Without any loss of generality, YP E Y is the 
corresponding scalar of pattern XP in the hypothesis 
spaceY. 

• Wih(m) and wh(m) are, respectively, the weights 
connecting input unit i, i = 1 ... I, to hidden unit 
h, h = 1 ... H, and hidden unit h to the output unit 
for network m, m = 1 ... M. 

• 8h(XP,m) a(ah(m)), where ah(m) = 
L:[=o Wih(m)xf, h = 1 ... H, m = 1 ... M, is 
the hth hidden unit's output corresponding to the 
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input pattern XP and network m, where ah (m) is the 
activation of hidden unit h for network m, and a (.) is 
the activation function, which is taken in this paper to 
be the logistic function a(z) = l+e1-v., with D the 
function's sharpness or steepness, taken to be 1 unless 
otherwise mentioned. 

A H 
• YP(m) = a(a(m)), where a( m) = L:h=O wh(m) 

eh(XP, m) is network m's output and a( m) is the 
activation of the output unit corresponding to the input 
pattern XP and network m. 

• FP is the average output of the ensemble correspond-
ing to input pattern p. 

• Error is the average error of the ensemble and 
Error (m) is the average error of network m. 

2.2 Liu and Yao Approach 

Negative Correlation Learning was proposed by Liu and 
Yao (1999b) for training an ensemble of ANNs using Back-
propagation (Liu and Yao 1999a) within an evolutionary 
approach (Liu, Yao, and Higuchi 2000). With an ensemble 
size of 4, the approach shows some success in improving 
the ensemble performance. To delineate the approach, 
let us first define the problem carefully. The ensemble 
is trained using the training set, where the output of the 
ensemble FP is given by the following equation: 

1 M 
FP = M LYP(m) 

m=l 

(1) 

The expected error of a new pattern is given by the average 
error of the ensemble Error as defined by the following 
two Equations: 

1 M 
Error= M L Error(m) 

m=l 
(2) 

1 p 1 1 p 
Error(m) =-"' -(YP(m)- YP)2 +- "').Cf>P(m) pL.....2 pL..... 

p=l p=l 
(3) 

Here, Cf>P(m) is the penalty function of network m and 
pattern p. This function represents the correlation term that 
we need to minimize. In NCL, the following is used as the 
anti-correlation measure: 

cpP(m) = (YP(m) - FP) L(YP(l)- FP) (4) 
l#m 

The previous function has some desirable characteristics, 
as when it is combined with the mean square error, the 
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result will be a nice tradeoff between the bias, variance, and 
eo-variance. The expected result is an ensemble comprising 
greater diversity, and hence giving better generalization, 
than the corresponding non-penalty formulation. It has the 
additional advantage that it does not change the Backprop-
agation algorithm much as it only adds a simple term to the 
derivative of the error as follows: 

However in our work using NCL with the larger commit-
tees used in genetic programming, the degree of dispersion 
of the committee was rather less than expected. We investi-
gated a number of alternative measures of anti-correlation. 
Of these, one in particular gave promising initial results, 
and seemed theoretically acceptable. That measure, which 
we have named root-quartic Negative Correlation Learning 
(RTQRT-NCL), is described below. 

2.3 RTQRT-NCL: A Proposed Measure 

The proposed measure is 

M 

<PP(m) = ~ l:(YP(m)- YP(l))4 (6) 
l=l 

The derivative of the corresponding error function is as 
follows: 

8E~ror(m) = (YP(m) _ YP)+ 
8YP(m) 

>. 2 2:~1 (YP(m) - YP(l))3 
-- X ---7~~=========== VM VL:t!:1 (YP(m) - YP(l))4 

(7) 

This function is dimensionally consistent with the mean 
square error and has a good pressure on the networks 
within the ensemble to spread in the ensemble space. In 
the following sections, the performance of the proposed 
penalty function is compared against the original NCL 
penalty function using a neural network ensemble on the 
Australian credit card dataset, and using genetic program-
ming on the 6-multiplexer problem. 

In the context of genetic programming, where the penalty 
function is applied directly, the >. values for NCL and 
RTQRT-NCL are directly comparable as constants, so in 
those experiments, we directly compare corresponding val-
ues of >.. However in ANN applications, the penalty func-
tion is applied through the derivative, hence it is less clear 
whether the .X. values are directly comparable. In the main 
experiments reported here, we directly compare the same 
>. values. It is clear from the experiments (and theoreti-
cal considerations) that the optimal values for NCL are less 
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than one, hence within the ranges of the experiments con-
ducted. This is less clear for RTQRT -NCL; the constant in 
the backpropagation formula is reduced by Tu, so that per-
haps increasing values of ,.\ are appropriate at M increases. 
This is confirmed by the experiments - the optimal ,.\ values 
clearly exceed 1 as M increases. Hence further experiments 
were conducted with larger values of..\. 

3 Experiment 1: Artificial Neural 
Networks 

3.1 Experimental Design 

We ran some experiments with a benchmark dataset, the 
Australian credit card assessment problem. The dataset is 
available by anonymous ftp from ice.uci.edu (Blake and 
Merz 1998). This dataset contains 690 patterns with 14 
attributes; 6 of them are numeric and 8 discrete (with 2 to 
14 possible values). The predicted class is binary - 1 for 
awarding the credit and 0 for not. The objective is to assess 
applications for credit cards (Michie, Spiegelhalter, and 
Taylor 1994). 

The Australian credit card assessment data set is divided 
into 10 folds with equal class distributions. One fold is 
reserved for testing and the other nine folds are used to 
create a validation set (four folds) and a training set (five 
folds). We created 30 different validation and training sets. 

The ensemble size varied from 2 to 10 with an increment 
of 2 and the penalty parameter (,.\) varied between 0 ·and 
1 with an increment of 0.2. The neural network repre-
sentation used a single hidden layer and a single output. 
The maximum number of epochs (complete presentation 
of the training set) is set to 250, and the learning rate for 
backpropagation is 0.1. 

3.2 Results 

In this section, we present the results of our experiments on 
the Australian credit card dataset. Figures 1, 2, 3, 4,and 5 
present the average test error for the Australian credit card 
using NCL and RTQRT-NCL for a range of,.\ values and 
three strategies (vote, average, and winner takes all). 

From Figure 1, the performance of NCL and RTQRT-
NCL is not very good; although NCL did improve the 
performance a little using the "vote" strategy with ,.\ 
values of 0.2and 0.6. RTQRT-NCL also improved the 
performance with the "vote" strategy with ,.\ value of 0.2 
and with the other two strategies with ..\ value of 0.8. The 
nature of these results is expected as the committee size is 
very small. In this case, the penalty is quite aggressive, so 
that it differentiates between the two networks at the cost 
of losing accuracy. This can be clearly seen with NCL; 
whereas with RTQRT-NCL, the trend is quite stable on the 
"average" and "winner-take-all" strategies and quite bad on 
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Figure 1: The average test error for the Australian Credit 
Card using NCL (top) and RTQRT-NCL (bottom) obtained 
by ..\value using an ensemble size of2. Top: vote strategy; 
Middle: average strategy; and Bottom: winner strategy. 

the "vote" strategy after a,.\ value of 0.4. 

In Figure 2, the picture improved for RTQRT-NCL 
although it did not for NCL. The accuracy decreases in the 
three graphs of NCL in approximately a linear trend. This 
is quite surprising and differs from the results of Liu and 
Yao (Liu and Yao l999b). It is important to mention that 
the trend in NCL for the "average" and "winner-take-all" 
strategies with populations size 2 and 4 is almost the same. 
Even though the values are lower for population size 4, 
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Figure 2: The average test error for the Australian Credit 
Card using NCL (top) and RTQRT-NCL (bottom) obtained 
by >. value using an ensemble size of 4. Top: vote strategy, 
Middle:average strategy, and Bottom: winner strategy. 

it is easy to see from the graph that these values are the 
contribution of the population size (when >. = 0, the error 
decreased with population size 4; however, if we subtract 
the error when >. = 0, the resultant graphs are almost 
identical). For the RTQRT-NCL algorithm, it is clear that 
it perfonned rather better than NCL in the three strategies. 
This trend continued for population sizes 6,8, and lO as 
shown in Figures 3, 4, and 5 respectively. 

For theoretical reasons discussed in (l999b ), the lambda 
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Figure 3: The average test error for the Australian Credit 
Card using NCL (top) and RTQRT-NCL (bottom) obtained 
by >.value using an ensemble size of6. Top: vote strategy, 
Middle:average strategy, and Bottom: winner strategy. 

value is limited to a maximum of 1.0, hence the results have 
been presented above only over a lambda range from 0.0 to 
1.0. However these theoretical considerations do not apply 
to RTQRT-NCL, and indeed, it is clear from the figures 
that for larger committees, values of lambda exceeding 
1.0 are likely to give improved results. Experiments were 
carried out in which the lambda values were multiplied by 
the square root of the committee size (since this seemed 
likely to bring the figures into approximately the same 
scale). These are presented in Figures 6, 7, 8, 9, and 10 
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Figure 4: The average test error for the Australian Credit 
Card using NCL (top) and RTQRT-NCL (bonom) obtained 
by >.value using an ensemble size of 8. Top: vote strategy, 
Middle: average strategy, and Bonom: winner strategy. 

respectively. 

For the vote strategies in particular, it is clear that 
even these increased lambda values do not exhaust the 
improvement available with RTQRT-NCL. 

'lolume 7, No.3/4 
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Figure 5: The average test error for the Australian Credit 
Card using NCL (top) and RTQRT-NCL (bonom) obtained 
by).. value using an ensemble size of 10. Top: vote strategy, 
Middle: average strategy, and Bottom: winner strategy. 

3.3 Comparisons 

Table 1 summarizes these results. It shows the average 
and standard deviations of the error, averaged over the 6 
different >. values. These are computed for each of the 5 
different committee sizes used. 
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Figure 6: The average test error for the Australian Credit 
Card using RTQRT-NCL obtained by m * .>. value using an 
ensemble size of 2. Top: vote strategy; Middle: average 
strategy; and Bottom: winner strategy. 

3.4 Discussion 

On the Australian Credit Card dataset used in these exper-
iments, as in the genetic programming examples reported 
below, the RTQRT-NCL penalty function outperformed 
the previous NCL penalty function . This is particularly the 
case with the 'voted' strategy, where except for the extreme 
case of a committee of 2, the individual differences are 
significant at better than the 80% confidence level (the 
differences being comparable with the sum of the standard 
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Figure 7: The average test error for the Australian Credit 
Card using RTQRT-NCL obtained by m * .>. value using an 
ensemble size of 4. Top: vote strategy; Middle: average 
strategy; and Bottom: winner strategy. 

deviations). For the 'voted' strategy, the overall hypothesis, 
that for committee sizes greater than 2, RTQRT-NCL gives 
improved results compared with NCL, is significant at 
better than the 99% confidence level. Possible reasons for 
this improved performance will be discussed in Section 5 
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Figure 8: The average test error for the Australian Credit 
Card using RTQRT-NCL obtained by m * A value using an 
ensemble size of 6. Top: vote strategy; Middle: average 
strategy; and Bottom: winner strategy. 

4 Experiment 2: Genetic Program
ming 

4.1 Experimental Design 

Our GP experiments use the 6-multiplexer problem: 
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Figure 9: The average test error for the Australian Credit 
Card using RTQRT-NCL obtained by m * A value using an 
ensemble size of 8. Top: vote strategy; Middle: average 
strategy; and Bottom: winner strategy. 
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BOOL--> and BOOL BOOL 
BOOL --> or BOOL BOOL 
BOOL --> not BOOL 
BOOL --> if BOOL BOOL BOOL 
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Figure 10: The average test error for the Australian Credit 
Card using RTQRT-NCL obtained by m * >. value using an 
ensemble size of 10. Top: vote strategy; Middle: average 
strategy; and Bottom: winner strategy. 

The 6-multiplexer problem is to predict, from the inputs, 
the outputs of a multiplexer having two address and four 
data lines. The search space is the set of boo lean combina-
tions of the address and data values using 'and', 'or', 'not' 
and three-way 'if' combinators. The GP parameters are 
listed in Table 2 

The raw fitness was the proportion of the 64 cases cor-
rectly predicted. Runs were terminated at 200 generations. 
20 experiments were conducted. Nine experiments used the 
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Table 1: The average and standard deviations x 10-3 of the 
error over different >. values for the 5 committee sizes used 
in the experiments 

Commitee Strategy NCL RTQRT-NCL 
size 

vote 153.49 ± 1.43 153.96 ± 1.43 
2 average 158.01 ± 0.55 157.22 ± 0.35 

winner 158.01 ± 0.55 157.22 ± 0.35 
vote 154.04 ± 0.58 151.66 ± 1.26 

4 average 155.23 ± 0.99 153.33 ± 0.42 
winner 157.06 ± 1.06 154.12 ± 1.36 

vote 155.31 ± 1.66 152.69 ± 0.83 
6 average 155.31 ± 0.97 153.09 ± 1.30 

winner 161.58 ± 11.40 154.68 ± 1.84 
vote 154.28 ± 1.44 152.46 ± 0.87 

8 average 153.96 ± 1.07 152.06 ± 1.07 
winner 164.52 ± 24.85 152.93 ± 1.06 

vote 154.20 ± 1.81 152.38 ± 0.52 
10 average 154.92 ± 0.49 152.85 ± 1.16 

winner 165.39 ± 27.73 152.93 ± 1.51 

Table 2: Genetic Programming Parameters 

Parameter Value 
Number of Runs 100 
Generations/Run 100 
Population Size (1st/later) 300/150 
Max depth (initial pop) 8 
Max depth (subsequent) 10 
Tournament size 5 
Crossover Probability 0.9 
Mutation Probability 0.1 

NCL measure in the fitness function, with >.ranging from 
0.1 to 0.9. Nine equivalent experiments were performed 
with the RTQRT-NCL measure. One experiment used raw 
fitness; it is included in the graphs for NCL and RTQRT-
NCL since it is equivalent to using these measures with a >. 
value of zero. Finally, the experiment was repeated using 
implicit fitness sharing as the fitness measure, since this is 
a common alternative diversity preserving mechanism in 
evolutionary computation. 

4.2 Results 
The population fitness by generation for NCL and RTQRT-
NCL are shown in Figures 11 and 12. 

It is clear even from a cursory glance that RTQRT-NCL 
error rates are significantly lower than NCL error rates over 
the range of values of >., and that for the best values of 
>. for each, RTQRT-NCL gives a better performance than 
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Figure 12: Fitness vs Generation, RTQRT-NCL,for A rang-
ing from 0.0 to 0.9 

NCL. This is confirmed by Table 3, which shows, for each 
value of A, the mean number of generations, out of the lOO 
generations in each run, where perfect accuracy on the 6 
multiplexer was not achieved. It is thus a proxy measure of 
the expected number of generations before perfect accuracy 
is achieved. 

These results are shown graphically in Figure 13. The 
equivalent value for implicit fitness sharing(IFS) is 31.11. 
Thus at least on this measure, RTQRT-NCL with a A value 
between 0.6 and 0.9, outperforms IFS, though at the cost 
of an extra parameter (A) which must be appropriately 
set. Figure 14 shows the error of raw fitness and IFS 
against generation. In comparison with figure 12, it appears 
to confirm that the optimal A values for RTQRT-NCL 
out-perform IFS. 
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Table 3: Mean Proportion of Generations without Perfect 
Accuracy 

A NCL RTQRT-NCL 
0 74.31 74.31 

0.1 56.24 62.38 
0.2 40.37 56.57 
0.3 34.36 57.63 
0.4 37.48 56.89 
0.5 48.78 37.63 
0.6 57.96 30 
0.7 73.36 24.7 
0.8 78.91 26.02 
0.9 82.51 30.42 
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Figure 13: Mean Proportion of Generations without Perfect 
Accuracy 
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Figure 14: Fitness vs Generation, raw fitness and implicit 
fitness sharing (IFS) 

4.3 Discussion 
To summarize the results, with the appropriate choice of 
A, root-quartic negative correlation learning out-performs 
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implicit fitness sharing, which in turn out-performs stan-
dard negative correlation learning. Both forms of negative 
correlation learning out-perform raw fitness except when 
extreme values of .\ are specified. Once more, these results 
are highly attractive. 

5 Theoretical Analysis 

Our original motivation for pursuing this work was the 
unexpectedly poor performance of NCL with the larger 
committees used in genetic programming. The degree of 
dispersion of the committee was rather less than expected. 
As a result, we investigated a number of alternative 
measures of anti-correlation. The RTQRT-NCL function 
had similar advantages to NCL - that is, it is dimensionally 
consistent with mean square error, exerts a strong pressure 
for diversity, and its derivative, while more complex 
than NCL, is still sufficiently simple to be usable in the 
backpropagation algorithm. 

However our choice of RTQRT-NCL was initially 
motivated by a further consideration about the penalty 
function used in NCL: 

<I>P(m) = (YP(m) - FP) ~)YP(l)- FP) (8) 
l""m 

Noting that 

L (YP(l) - FP) (9) 
I ;em 

can be re-written 

L(YP(l) - FP) - ((Y)P(m)- FP) (10) 
l 

and 

~)YP(l) - FP) = L((Y)P(m)) - M* FP= 0 (11) 
l l 

the equation is equivalent to: 

<I>P(m) = -(YP(m) - FP)2 (12) 

That is, the NCL penalty function acts to maximize the 
average difference between each network and the mean of 
the population. Yet the intended aim of anti-correlation 
mechanisms is to maximize the average difference between 
pairs of population members, which is not necessarily the 
same thing. Our aim with the RTQRT-NCL penalty was 
to derive a function which, while it was dimensionally 
equivalent to NCL, could not be simplified into a function 
of differences from the mean. We initially believed that, 
because of cross-terms, the RTQRT-NCL penalty function 
could not be so simplified. And we still believe that 
this is a desirable characteristic of a penalty function for 
anti-correlation. However after the experimental work 
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described above had been carried out, we discovered that 
the RTQRT-NCL penalty function could be so simplified. 
In fact, 

(2M E~1 (YP(m) - FP)4 + 6(l::~ 1 (YP(m) - FP)2)2) 
M 

(13) 
Thus we were left without an acceptable explanation of 

the very good performance of RTQRT-NCL. In seeking 
such an explanation, we were led to consider the shape of 
the gradient of the RTQRT penalty function. While this 
function is highly complex, and difficult to analyze in gen-
eral, consideration of a specific case may help to illuminate 
its behaviour. 

f1 m1 mean m2 f2 

• • 0 • • 
50 75 100 

11 12 
3000 3000 

RTQRT -NC.:..--------- RTORT-NCL ------2000 2000 

1000 NCL 1000 NCL 

0 
0 5 10 15 20 00 10 15 20 

m1 m2 
3000 3000 

2000 

1000 

NCL NCL 
0 

0 10 15 20 00 

Figure 15: Points fl and f2 are fixed, points ml and m2 
move symmetrically about the mean. 

Consider the situation in Figure 15. In this situation, 
points ml and m2 are free to move symmetrically about 
the fixed mean, while points fl and f2 are fixed. Figure 15 
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Figure 16: The gradient of fl, j2, ml, and m2 for each po-
sition ofml and m2. 

shows the value of the RTQRT and NCL penalty functions 
for each point, with respect to the position of points ml and 
m2. 

Figure 16 shows the effect of movement of points ml and 
m2 on the gradient of the penalty functions at the relevant 
points. The NCL gradients are constant for f1 and f2, and 
linear for ml and m2, while those for the RTQRT-NCL 
penalty function are concave upwards in each case. 

Thus while the learning pressure exerted by NCL 
increases linearly with distance from the mean, that exerted 
by RTQIU-NCL is smaller close to the mean, but increases 
superlineally with distance from the mean. Thus RTQRT-
NCL's penalty function serves to increase the pressure 
for already separated points to move apart, without also 
increasing the pressure for nearby points to separate. 
That is, when compared with NCL, RTQRT favours the 
creation of widely separated, but small, clusters. This, it 
is hypothesized, is a useful learning characteristic, at least 
for the Australian Credit Card dataset and the 6 multiplexer 
problem. 
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6 Conclusion 

For the particular case of the Australian credit card data 
set, the new RTQRT-NCL penalty function significantly 
outperforms the NCL penalty function for neural net 
committee learning, especially for larger committees. This 
is consistent with results obtained on the 6-multiplexer 
problem in genetic programming, where a similar result 
was obtained. We plan to extend the experiments to cover a 
wider range of standard datasets, and also to investigate a 
number of alternative promising penalty functions. 
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